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Abstract

Many algorithmsrely critically on beinggivena goodmetric over their
inputs. For instance,datacan often be clusteredin mary “plausible”
ways,andif aclusteringalgorithmsuchasK-meangnitially failsto nd
onethatis meaningfulto a user theonly recoursemaybefor theuserto
manuallytweakthe metricuntil sufciently goodclustersarefound. For
theseand otherapplicationsrequiring good metrics, it is desirablethat
we provide a more systematiavay for usersto indicatewhatthey con-
sider“similar.” For instancewe may askthemto provide examples.In
this paper we presentanalgorithmthat, givenexamplesof similar (and,
if desireddissimilar)pairsof pointsin  , learnsadistancemetricover

thatrespectsheserelationshipsOurmethodis basedn posingmet-
ric learningasa corvex optimizationproblem,which allows usto give
ef cient, local-optima-frealgorithms.We alsodemonstratempirically
thatthe learnedmetricscanbe usedto signi cantly improve clustering
performance.

1 Intr oduction

The performanceof mary learningand dataminingalgorithmsdependcritically on their
beinggivena goodmetricover the input space For instance K-means nearest-neighbors
classi ersandkernelalgorithmssuchasSVMsall needio begivengoodmetricsthatre ect
reasonablyvell theimportantrelationshipdbetweerthe data. This problemis particularly
acutein unsupervisegettingssuchasclusteringandis relatedto the perenniaproblemof
thereoftenbeingno “right” answefifor clustering:If threealgorithmsareusedto clustera
setof documentsandoneclustersaccordingto the authorshipanotherclustersaccording
to topic, andathird clustersaccordingto writing style, whois to saywhich is the “right”
answerNorse,if analgorithmwereto have clusteredy topic, andif we insteadvantedit
to clusterby writing style,therearerelatively few systematianechanismsor usto corvey
thisto a clusteringalgorithm,andwe areoftenleft tweakingdistancemetricsby hand.

In this paper we areinterestedn the following problem: Supposea userindicatesthat
certainpointsin aninputspaceg(say ) areconsideredy themto be“similar.” Canwe
automaticalljjearnadistancemetricover  thatrespectsheserelationshipsi.e.,onethat
assignsmalldistancedbetweerthesimilar pairs?For instancejn thedocumentgxample,
we might hopethat, by giving it pairsof documentgudgedto be writtenin similar styles,
it would learnto recognizethe critical featuredor determiningstyle.



Oneimportantfamily of algorithmsthat (implicitly) learn metricsare the unsupervised
onesthattake aninput datasetand nd anembeddingof it in somespace.This includes
algorithmssuchas MultidimensionalScaling(MDS) [2], andLocally Linear Embedding
(LLE) [9]. Onefeaturedistinguishingourwork from thesds thatwe will learnafull metric
overtheinput spaceratherthanfocusingonly on ( nding anembed-
ding for) the pointsin thetraining set. Our learnedmetricthusgeneralizesnoreeasilyto
previouslyunseerdata.More importantly methodsuchasLLE andMDS alsosuffer from
the“no right answer”problem:For example,if MDS nds anembeddinghatfailsto cap-
turethestructureémportantto auser it is uncleamwhatsystematicorrectize actionswould
beavailable.(Similar commentslsoapplyto Principal Component#\nalysis(PCA) [7].)
As in our motivating clusteringexample,the methodswe proposecanalsobe usedin a
pre-processingtepto helpary of theseunsupervisealgorithmsto nd bettersolutions.

In the supervisedearningsetting,for instancenearesheighborclassi cation, numerous
attemptshave beenmadeto de ne or learneitherlocal or globalmetricsfor classi cation.
In theseproblems,a clearcut, supervisedriterion—classi cationerror—is availableand
canbe optimizedfor. (Seealso[11], for a differentway of supervisingclustering.) This
literatureis too wide to suney here, but somerelevant examplesinclude [10, 5, 3, 6],
and[1] also gives a good overview of someof this work. While thesemethodsoften
learn good metricsfor classi cation, it is lessclear whetherthey can be usedto learn
good,generametricsfor otheralgorithmssuchasK-meansparticularlyif theinformation
available is less structuredthan the traditional, homogeneousraining setsexpectedby
them.

In the context of clustering,a promisingapproachwasrecentlyproposedy Wagstaf et
al. [12] for clusteringwith similarity information. If told thatcertainpairsare“similar” or
“dissimilar,” they searchfor a clusteringthat putsthe similar pairsinto the sameanddis-
similar pairsinto different,clusters.This givesa way of usingsimilarity side-information
to nd clustersthatre ect a users notion of meaningfulclusters.But similarto MDS and
LLE, the(“instance-l@el”) constraintghatthey usedonotgeneralizeo previouslyunseen
datawhosesimilarity/dissimilarityto the training setis not known. We will laterdiscuss
thiswork in moredetail,andalsoexaminethe effectsof usingthe methodswe proposen
conjunctionwith thesemethods.

2 Learning DistanceMetrics

Supposeave have somesetof points , andaregiveninformationthatcertain
pairsof themare“similar”:

if and aresimilar (1)
How canwe learn a distancemetric betweenpoints and thatrespectghis;

speci cally, sothat“similar” pointsendup closeto eachother?
Considerdearninga distancemetric of theform

)
To ensurethat this be a metric—satisfyingnon-neyatiity andthe triangle inequality—
we requirethat  be positive semi-de nite, 1 Setting gives Euclidean

distance;if we restrict to be diagonal,this correspondgo learninga metric in which
thedifferentaxesaregivendifferent“weights”; moregenerally parameterizea family
of Mahalanobisdistancesover .2 Learningsucha distancemetric is also equivalent
to nding arescalingof a datathat replaceseachpoint  with and applying the

Technically this alsoallows pseudometricsyhere doesnotimply
2Notethat, but putting the original datasethrougha non-linearbasisfunction andconsidering
, non-lineardistancemetricscanalsobelearned.




standarcEuclideanmetric to the rescaleddata;this will later be usefulin visualizingthe
learnedmetrics.

A simple way of de ning a criterion for the desired metric is to demand that

pairs of points in have, say small squared distance between them:
. This is trivially solved with , Which is not
useful,andwe addthe constraint to ensurethat doesnot

collapsethedatasetnto a singlepoint. Here, canbea setof pairsof pointsknown to be
“dissimilar” if suchinformationis explicitly available;otherwisewe maytake it to beall
pairsnotin . Thisgivesthe optimizationproblem:

3

s.t. (4)

®)

Thechoiceof the constantl in theright handsideof (4) is arbitrarybut notimportant,and
changingt to ary otherpositive constant resultsonly in  beingreplacedy . Also,

this problemhasanobjective thatis linearin the parameters , andbothof theconstraints
are also easily veri ed to be corvex. Thus, the optimizationproblemis corvex, which
enableaisto derive ef cient, local-minima-freealgorithmsto solweit.

We alsonotethat,while onemight considewvariousalternatvesto (4), “

" would not be a good choicedespiteits giving a simplelinear constraint. It
wouldresultin  alwaysbeingrank (i.e., the dataarealwaysprojectedontoa line).®

2.1 The caseof diagonal

In the casethatwe wantto learna diagonal , We canderive
anef cient algorithmusingthe Newton-Raphsomethod.De ne

It is straightforwardto shav thatminimizing (subjectto ) is equivalent,up to a
multiplicationof by a positive constantto solving the original problem(3-5). We can
thususeNewton-Raphsoro ef ciently optimize .*

2.2 The caseof full

In the caseof learninga full matrix , the constraintthat becomeslightly trickier
to enforce,andNewton's methodoftenbecomesgprohibitively expensve (requiring

time to invert the Hessianover  parameters).Using gradientdescentand the idea of
iterative projectiong(e.g.,[8]) we derive a differentalgorithmfor this setting.

3Theproofis reminiscenof the derivation of Fishers lineardiscriminant.Brie y , considemax-

imizing , Where
. Decomposing as (always pos-
sible since ), this gives , which we recognizeas a Rayleigh-

quotientlike quantitywhosesolutionis given by (say)solving the generalizeceigervector problem
for theprincipaleigevector andsetting .
4To ensurethat , whichis trueiff thediagonalelements  arenon-ngative, we actually
replacethe Newton update by , Where is a step-sizeparametepptimizedvia a
line-searctto give thelargestdownhill stepsubjectto
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Figurel: Gradientascent+ Iterative projectionalgorithm. Here, is the Frobeniusnormon
matrices( ).

We posethe equivalentproblem:

(6)

s.t. @)

(8)

We will usea gradientascentstepon to optimize (6), followed by the methodof
iterative projectionsto ensurethat the constraintg7) and (8) hold. Speci cally, we will
repeatedlytake a gradientstep , andthenrepeatedlyproject into

thesets and . This givesthe

algorithmshavn in Figure1.®

The motivationfor the speci ¢ choiceof the problemformulation(6—-8)is thatprojecting
onto or canbedoneinexpensiely. Speci cally, the rst projectionstep

involvesminimizing a quadraticobjective subjectto
a singlelinear constraint;the solutionto this is easily found by solving (in time)
a sparsesystemof linear equations.The secondprojectionsteponto  , the spaceof all
positive-semide nite matrices,is doneby rst nding the diagonalization ,
where is adiagonalmatrix of 's eigervaluesandthe columnsof
contains 's correspondingigervectors,andtaking , where

. (E.g.,se€[4].)

3 Experimentsand Examples

We begin by giving someexamplesof distancemetricslearnedon arti cial data,andthen
shav how our methodscanbe usedto improve clusteringperformance.

3.1 Examplesof learned distancemetrics

Considerthe datashawn in Figure 2(a), which is divided into two classegshavn by the
differentsymbolsand,whereavailable,colors). Supposehatpointsin eachclassare“sim-
ilar” to eachother andwe aregiven re ecting this® Dependingon whetherwe learna
diagonalor afull , we obtain:

1.036 3.245 3.286 0.081
1.007 3.286 3.327 0.082
0.081 0.082 0.002
To visualizethis, we canusethe fact discusseckarlierthat learning is equialent
to nding a rescalingof the data , that hopefully “moves” the similar pairs

5Thealgorithmshawn in the gure includesa smallre nementthatthe gradientstepis takenthe
directionof the projectionof ontothe orthogonakubspacef , sothatit will “minimally”
disrupttheconstraint . Empirically, this modi cation oftensigni cantly speedsip convergence.

®In the experimentswith syntheticdata, wasa randomlysampled1% of all pairs of similar
points.



2-class data (original) 2-class data projection (Newton)

2-class data projection (IP)
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Figure2: (a) Original data,with the differentclassesndicatedby the differentsymbols(and col-
ors, whereavailable). (b) Rescalingof datacorrespondingo learneddiagonal . (c) Rescaling
correspondingo full

3-class data (original) 3-class data projection (Newton) 3-class data projection (IP)
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Figure3: (a) Original data.(b) Rescalingcorrespondingo learneddiagonal . (c) Rescalingcorre-
spondingto full

together Figure 2(b,c) shows the resultof plotting . As we see,the algorithmhas
successfullbroughttogetherthe similar points,while keepingdissimilaronesapart.

Figure 3 shows a similar resultfor a caseof three clusterswhosecentroidsdiffer only
in thex andy directions. As we seein Figure 3(b), the learneddiagonalmetric correctly
ignoresthez direction. Interestinglyin thecaseof afull , thealgorithm nds asurprising
projectionof the dataontoa line thatstill maintainghe separatiorof the clusterswell.

3.2 Application to clustering

Oneapplicationof our methodsis “clusteringwith sideinformation; in which we learn
adistancemetric usingsimilarity information,andclusterdatausingthat metric. Speci -
cally, supposave aregiven , andtold thateachpair means and belong
to the samecluster We will considerfour algorithmsfor clustering:

1. K-meansusingthe default Euclideanmetric betweernpoints and
clustercentroids to de ne distortion(andignoring ).
2. ConstrainedK-means:K-meansbut subjectto points alwaysbeing

assignedo the samecluster[12].”
3. K-meanst+ metric: K-meansbut with distortionde ned usingthe distancemetric

learnedrom
4. Constrainedk-means+ metric: ConstrainecK-meansusingthe distancemetric
learnedrom
"This is implementedhsthe usualK-means gxceptif , thenduringthe stepin which

pointsareassignedo clustercentroids ,weassigrboth and tocluster

. Moregenerallyif weimaginedraving anedgebetweereachpair of pointsin , thenall
thepointsin eachresultingconnectedcomponent areconstrainedo lie in the samecluster which
we pick to be



Original 2-class data Porjected 2-class data

(@) (b)
1. K-means:Accuray = 0.4975
2. ConstraineK-means:Accurag = 0.5060
3. K-meanst+ metric: Accuray =1
4. Constraine-meanst+ metric: Accuray =1

Figure4: (a) Original dataset(b) Data scaledaccordingto learnedmetric. ( 's resultis
shavn, but gave visually indistinguishableesults.)
Let ( ) betheclustertowhichpoint  isassignedby anautomaticclustering

algorithm,andlet besome“correct” or desiredclusteringof the data. Following [?], in
thecaseof 2-clusterdata,we will measurénow well the 'smatchthe 'saccordingo

Accurag
where is the indicatorfunction ( , ). Thisis equialentto
the probabilitythatfor two points ,  drawn randomlyfrom the datasetpur clustering

agreeswith the “true” clustering onwhether and belongto sameor different
clusters®

As a simpleexample,considerFigure 4, which shavs a clusteringproblemin which the
“true clusters”(indicatedby the differentsymbols/colorsn the plot) aredistinguishedy
their -coordinate but wherethe datain its original spaceseemsto clustermuch better
accordingto their -coordinate As shavn by theaccurag scoreggivenin the gure, both
K-meansand constrainecK-meansfailedto nd good clusterings.But by rst learning
a distancemetric andthen clusteringaccordingto that metric, we easily nd the correct
clusteringseparatinghe true clustersfrom eachother Figure5 givesanotherexample
shaving similar results.

We alsoappliedour methodgo 9 datasetérom the UC Irvine repository Here,the “true
clustering”is given by the datas classlabels. In each,we ran oneexperimentusing“lit-
tle” side-information , andonewith “much” side-information.The resultsaregivenin
Figure6.?

We seethat, in almostevery problem, using a learneddiagonalor full metric leadsto
signi cantly improved performanceover naive K-means.In mostof the problems,using
alearnedmetricwith constrained-means(the 5th barfor diagonal , 6th barfor full )
also outperformsusing constrainedk-meansalone (4th bar), sometimedy a very large

8In the caseof mary () clusters,this evaluationmetric tendsto give in ated scoressince
almostary clusteringwill correctlypredictthatmostpairsarein differentclusters. In this setting,
we thereforemodi ed the measureveragingnotonly ,  dravn uniformly at random,but from
thesamecluster(asdeterminedy ) with chanced.5,andfrom differentclusterswith chanced.5,so
that“matches and“mis-matches’aregiventhesameweight. All resultsreportechereusedk-means
with multiple restartsandareaverageover atleast20trials (exceptfor wine, 10 trials).

® wasgeneratedy picking arandomsubsebf all pairsof pointssharingthe sameclass . In
thecaseof “little” side-informationthe sizeof the subseiwvaschosersothattheresultingnumberof
resultingconnecteccomponents  (seefootnote?7) would be very roughly 90% of the sizeof the
original datasetln the caseof “much” side-informationthis waschangedo 70%.



Original data Projected data

1. K-means:AccEJrguy =0.4993

2. ConstraineK-means:Accuragy = 0.5701

3. K-meanst+ metric: Accuray = 1

4. ConstrainedK-meanst+ metric: Accuray =1

Figure5: (a) Original dataset(b) Data scaledaccordingto learnedmetric. ( 's resultis
shavn, but gave visually indistinguishableesults.)
Boston housing (N=506, C=3, d=13) ionosphere (N=351, C=2, d=34) Iris plants (N=150, C=3, d=4)
1 1 1
0.8
0.6
0.4
0.2
0 Kc=447 Kc=354 Kc=269 Kc=187 0 Kc=133 Kc=116
wine (N=168, C=3, d=12) balance (N=625, C=3, d=4) breast cancer (N=569, C=2, d=30)

0.8
0.6
0.4
0.2
0 0
Kc=153 Kc=127 Kc=548 Kc=400 Kc=482 Kc=358
soy bean (N=47, C=4, d=35) protein (N=116, C=6, d=20) diabetes (N=768, C=2, d=8)
1 1
0.8 0.8
0.6 0.6
0.4 0.4
0.2 0.2
0 0
Kc=41 Kc=34 Kc=92 Ke=61 Kc=694 Kc=611

Figure6: Clusteringaccurag on 9 UCI datasetsln eachpanelthesix barsontheleft correspondo
anexperimentwith “little” side-information , andthe six ontheright to “much” side-information.
From left to right, the six barsin eachset are respectiely K-means,K-means diagonalmet-
ric, K-means full metric, Constraineck-means(C-Kmeans),C-Kmeans diagonalmetric,and
C-Kmeans full metric. Also shawvn are : sizeof dataset; : numberof classes/clusters;: di-
mensionalityof data; : meannumberof connecteccomponentgseefootnotes7, 9). 1 s.e. bars
arealsoshawvn.
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Figure7: Plotsof accurag vs. amountof side-informationHere,the -axisgivesthefractionof all
pairsof pointsin the sameclassthatarerandomlysampledo beincludedin

01
ratio of constraints

maugin. Not surprisingly we also seethat having more side-informationin  typically
leadsto metricsgiving betterclusterings.

Figure7 alsoshaws two typical examplesof how the quality of the clusteringsfoundin-
creasewith the amountof side-information. For someproblems(e.g.,wine), our algo-
rithm learnsgood diagonaland full metrics quickly with only a very small amountof
side-information;for someothers(e.g., protein), the distancemetric, particularlythe full
metric,appeardarderno learnandprovideslessbene t over constrainek-means.

4 Conclusions

We have presentednalgorithmthat,givenexamplesof similar pairsof pointsin  , learns
a distancemetric thatrespectgheserelationships.Our methodis basedon posingmetric
learningas a corvex optimization problem, which allowed us to derive ef cient, local-

optimafree algorithms. We also shoved examplesof diagonaland full metricslearned
from simplearti cial examples,anddemonstratean arti cial andon UCI datasetdhiow

our methodscanbe usedto improve clusteringperformance.
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