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Abstract

Cellular responses to environmental changes are often characterized by typ-
ical temporal response profiles of their gene expression. Modeling these
response profiles can help us understand how the transcriptional program
of the cell changes in time to cope with environmental perturbations. We
describe here a parametric model designed to capture the characteristic
temporal profiles. This impulse model, explicitly represents natural tempo-
ral properties of the responses such as the onset and the offset time. It is
simple enough to be learned from sparse data, and can robustly fit a tem-
poral pattern even to the expression data of a single gene. We evaluate our
model on the task of filling missing values in gene expression data, showing
that it significantly outperforms all current methods, both at the level of
individual genes, and when allowed to use whole genome information. We
further show how the functionally relevant representation of the expres-
sion time-profiles, has direct biological interpretation, and provides insight
about the cell’s response to environmental perturbations, and demostrate
it with application to cell memory after heat shock.

1 Introduction

The availability of many high-throughput biological data sets allows researchers to obtain
global views of cellular behavior. Most notably, genome-wide measurements of gene expres-
sion profiles provide a system-level view of the transcriptional program executed by the cell,
including how that program copes with environment changes. Indeed, many methods have
been developed for the analysis of such DNA microarray data, often focusing on extracting
sets of genes that share a common response across experiments [5, 8, 3, 20, 17]. These sets of
genes are then subsequently analyzed to obtain a global view of the functional components
or pathways that are co-regulated or to assign functional roles to previously uncharacterized
proteins.

From a systems biology perspective, knowing the core components and the interactions be-
tween them is only part of the story. An important additional aspect we wish to understand
is how the transcriptional program of a gene or a module of genes changes in time as a
result of an environmental perturbation. When a cell’s environment is perturbed, we often
see clear patterns of behavior among genes sensitive to that perturbation; for example, a
gene’s transcript level may rise, peak at a certain point, and then level off at a new steady
state. Understanding these patterns, and the sets of genes that exhibit them, can help
us gain insight into the mechanisms underlying a cell’s response to different environmental
conditions.

The most common approach for representing a gene’s temporal response to a perturbation
is directly via the gene’s expression levels, as measured at the time points of the original
experiment. Although simple, this non-parametric approach has several significant limita-
tions. First, each gene expression measurement is very noisy, often obscuring the underlying



pattern. Second, biologically significant quantities, such as the time of the response, are not
made explicit in this representation. Third, this approach obscures similarity between genes
that have a qualitatively similar response pattern, but whose raw expression values may
be quite different; for example, genes might have the same onset time for the response,
but respond at different strengths. Finally, the response to different conditions can vary
significantly in its temporal granularity, and measurements taken across different conditions
are usually taken at different time points; the use of expression samples at different discrete
time points does not allow us to compare a gene’s responses across different conditions.

In this paper, we propose a parametric model for encoding a gene’s continuous transcrip-
tional profile over time. Previous approaches [4, 2] used splines to encode continuous gene
expression profiles. They show that this representation can be used to fill in missing values
and align “similar” expression profiles that exhibit different temporal properties. However,
splines are a fully general function representation, and hence easily allow overfitting to the
data. As a consequence, the parameters of the model must be estimated using clusters of
genes, possibly obscuring finer-grained signal.

In this work, we make a deliberate decision to use a restricted model capturing a limited set
of biologically motivated temporal profiles, which follow an impulse-like time course. This
choice achieves two goals: First, the models are rich enough to capture a wide variety of
expression behaviors but simple enough to be learned from sparse data. In particular, we
show that we can robustly fit a temporal pattern even to the expression data of a single gene.
It is also possible to model gene clusters to achieve even higher performance. Second, our
approach provides a new, functionally relevant representation of the expression time-profiles,
which has direct biological interpretation, and provides insight about the cell’s response to
environmental perturbations.

We show several applications of the impulse representation. First, we demonstrate how it
can be used to estimate missing measurements, with accuracy which is significantly better
than other approaches proposed so far. Second, it provides an automated way to study
temporal properties of gene responses such as relative onset of gene activation or repression,
and to relate these properties to gene function and transcriptional regulation mechanisms.

2 Related Work

Other models have been proposed for describing a gene expression profile as a time series.
Several models focused specifically on periodic behavior such as in the cell cycle. Zhao et
al. [23] defined a specific statistical model for cyclic behavior, fitting a single model to all
of the genes to find those that are cell-cycle regulated. Other, more recent approaches, also
attempt to discover periodically expressed genes, or to identify the temporal modes of a
periodic response [1, 18, 22, 11]. These approaches are mainly suited to stationary temporal
behaviors such as the cell cycle, but not to processes with changing underlying dynamics
such as gene responses to stress.

Ramoni et al. [15] learned an autoregressive model for gene profiles while simultaneously
clustering the genes agglomeratively. Sharing parameters of gene profiles within each cluster
allowed them to model nonstationary processes. Although their method is very different
from the approach described in this paper, the cluster profiles they find method can be very
well described by the impulse model we propose here.

D’haeseleer et al. [4] modeled single gene responses using splines. Bar-Joseph et al. [2] aug-
mented spline models by clustering genes that have similar profiles. By sharing parameters
across genes in each cluster, they reduce the overfitting of the splines to the noise in the
data.

A clustering approach was also taken by Schliep et al. [16]; they used a hidden Markov
model based clustering algorithm. This algorithm takes into consideration the temporal
nature of the expression data, and therefore tends to produce better clusters for time series
data than clustering algorithms applied to data viewed as independent points. However,
unlike the approach of Bar-Joseph et al., the actual time points at which measurements are
taken is not accounted for by the model.



3 Modeling Responses

When subjected to an abrupt change in the environmental condition, a cell typically re-
sponds by increasing the activity level of certain sets of genes and decreasing the activity
level of others. For example, when exposed to a heat shock, genes involved in growth
related processes are repressed, then shortly followed by repression of ribosomal proteins
coding genes. In many cases, the expression level changes temporarily, exhibiting a sharp
increase or decrease, and later changes again, reaching a new steady state which is not nec-
essarily equal to the original “resting” state. Examples of this type of behavior are shown in
Fig. 1. This behavior was observed experimentally in many systems, including human [15]
and yeast [12], and is, in fact, very similar to behavior observed in other biological control
systems such as receptors in the nervous system [13].

3.1 The Impulse Model

We propose an impulse model designed to encode precisely this type of behavior, allowing us
to compactly represent the relevant aspect of expression responses to environmental changes.
The impulse model encodes this behavior as a product of two sigmoid functions, one that
captures the onset response, and another that models the offset one. Importantly, this model
allows for a sustained expression level different from the rest state. The model function has
six free parameters, θ = [h0, h1, h2, t1, t2, β]. The hi parameters encode the initial height
(h0), the peak height (h1), and the steady state height (h2). The onset time t1 is the point
in time when the rise is maximal and the offset t2 is the same for the fall. Finally, the slope
parameter β is the slope of both rise and fall. We model the response as the product of two
sigmoids whose slopes have opposite signs.

fθ(x) =
1

h1
· s1(x) · s2(x) (1)

s1(x) = h0 + (h1 − h0)S(+β, t1)

s2(x) = h2 + (h1 − h2)S(−β, t2)

S(β, t) =
1

1 + e−β(x−t)

θ = [h0, h1, h2, t1, t2, β]

What type of profiles can the impulse model capture? it is designed for modeling temporal
profiles that have at most two significant changes in expression levels. Three examples of
such profiles are depicted in Fig. 1, where the impulse model was fit to actual expression
measurements of yeast genes. The impulse model is not appropriate for encoding periodic
behavior with multiple peaks, such as the behavior characteristic of the cell cycle (e.g.,
the well-studied data of Spellman et al. [19]). Thus, the impulse model is best-suited for
capturing a one-time response to some external signal such as an environmental disturbance.

3.2 Fitting a Single Gene’s Profile

We first consider the task of estimating the impulse model for the response profile of an
individual gene. We assume that a gene’s expression profile is given as a set of measurement
(xi, yi), where xi is a particular time point, and yi the expression value observed at that
point. To estimate the parameters that best fit the gene’s observed expression measure-
ments, we search for the maximum likelihood parameter values, under an assumption of
additive and independent Gaussian noise. Equivalently, we define an error function which
we aim to minimize, which equals the negative of the log likelihood

E = − log P (D | θ) =
1

2

∑

i

[fθ(xi) − yi]
2 + const. (2)

This impulse function is differentiable with respect to all of the parameters of the model,

and its derivatives ∂f(xi)
∂θ

are calculated in Appendix A. We therefore have the gradient of



the error function

∂E

∂θ
=

∑

i

[f(xi) − yi]
∂f(xi)

∂θ
(3)

which we use with a conjugate gradient procedure to search for the optimal parameter set,
that minimizes the error function. Due to the form of the sigmoid and impulse function,
the error function may have multiple local minima; 100 random restarts were used to find
a good local minimum. Typically, many of the restarts converged to the same minimum
which was also the best one found.

3.3 Modeling clusters of genes

Genes often respond to environmental changes in a concerted way, reflecting the modular
organization of genes and processes. As a result, the most common approach for analyzing
gene expression data is to cluster the genes according to similarity of their expression profiles.
Clustering is useful in several ways. The clusters often correspond (roughly) to functionally
meaningful groups of genes, revealing elements of higher-level cellular structure. Moreover,
by grouping together similar genes, we can obtain aggregate expression profiles, eliminating
some of the noise which makes it so difficult to interpret individual gene expression profiles.

Clustering is typically performed over the discrete gene expression profiles, treating each
time point as an independent measurement [5]. We can construct clusters on top of our
impulse model using a K-means procedure, where the mean of each cluster is defined using
an impulse model for the cluster (as in (1)).

Our algorithm is a simple iterative clustering procedure. We begin with a random assign-
ment of genes to clusters. We then iterate over two steps. In the M-step, we fit an impulse
model to all the genes in each cluster. In the E-step, we assign each gene to the cluster
whose impulse model maximizes the probability of the gene’s expression profile, or, equiv-
alently, minimizes the error in (2). These two steps are iterated until convergence until
convergence. We repeated this procedure 20 times with different random initialization of
assignments to clusters. The number of clusters was varied in the set 5,10,20,50, at which
point the improvement of the total error was minor.

Fig. 2 shows an example of four clusters of expression profiles. These differ not only in overall
magnitude of expression, but also in temporal profile such as onset timing and duration of
the peak.

4 Statistical Evaluation

We begin by evaluating the extent to which our impulse model can appropriately represent
the temporal patterns exhibited by gene expression profiles. We perform two types of evalu-
ations. In the first, we simply measure the fraction of genes whose response to environmental
change can be fit well using an impulse model. In the second, we use the impulse model to
predict the value of missing expression measurements, and show that it outperforms existing
methods for this task. Filling in missing values is an important problem in gene expression
data, so that the success of our impulse model at this task is both a validation of the model,
and one of its applications.

We applied the impulse model to the widely studied data sets of Gasch et al., one mea-
suring the response of yeast (Saccharomyces cerevisiae) to different environment stress con-
ditions [10] and the other the response of yeast to DNA damaging agents [9]. The data
set is composed of a set of time series, each measuring the response to some condition.
We discarding time series with fewer than five time points, resulting in a total of 17 stress
conditions, each measured over 5–10 time points, for a total of of 127 measurements per
gene.



4.1 Filling in Missing Values Using Individual Genes

The impulse model is a continuous function, which provides an estimate for a gene’s expres-
sion measurement at each point in time. Thus, we can use it to predict the expression value
of a gene at a time point which either was not measured, or where the measurement was
corrupted or noisy.

We evaluated the performance of the model for this task in two ways. First, we considered
the ability of an impulse model to estimate the value of an unmeasured expression value for a
gene, given the other expression measurements for that gene alone. For a given gene, we held
out one of expression measurements, fit an impulse model to the remaining measurements,
and used the resulting function to estimate the expression value at the held out time point.
We compared this value to the measured held-out value, and computed the error. We
performed this experiment for all 6209 genes and all measurements, and computed the
mean prediction error. For comparison, we applied the same procedure using other methods
for function estimation, including both interpolation methods such as interpolating splines
and cubic-hermit polynomials, and fitting methods using polynomials of degrees two to five.
All of these methods used information at the level of single genes only, using measurements
taken at all available time point to predict the value in a single hidden time point.

The results of this comparison are shown in Fig. 3(a). The impulse model achieves an error
which is an order of magnitude smaller than any of the other methods. Both interpolation
splines and polynomials are known to perform badly for extrapolation. We therefore tested
whether the improved performance of the impulse method is due to large errors on the
extreme time points. To do so, we calculated the error only for held-out measurements
for non-extremal time points (i.e., the first and last measurement were always used during
fitting). Fig. 3(b) presents the results of this analysis, showing that the impulse model
achieves a superior performance in this case as well.

The reason for this large difference can be understood by comparing the actual functions
learned by the different fitting procedures. Fig. 4 shows sample functions learned a particular
gene expression profile for the impulse model on the one hand and for polynomials of degree
2 and 3 on the other. The descriptive power of the 2nd order polynomial is too limited,
leading to a temporal profile that changes little in time. On the other hand, the 3rd degree
polynomial is too expressive, and overfits for several time-points. Conversely, the impulse
model, despite having a larger number of free parameters (six), succeeds not to overfit the
measurements, because of its restricted expressive power.

4.2 Filling Missing Values with the Whole Genome

When filling missing values, a valuable source of information is the similarity in expres-
sion profiles between different genes. Two approaches are commonly used for taking this
information into account. First, missing values can be filled from neighboring genes, where
neighborhood is based on the observed measurements. Second, genes can be clustered and
the cluster profiles used for filling the missing values. We compare the performance of the
impulse model with two standard methods that take these two approaches.

For the first evaluation we focus on using neighboring genes. In particular, as shown by
Troyanskaya et al. [21], the profiles of similar genes can be very useful in filling in the values
of missing measurements. Troyanskaya et al., in their KNN-impute procedure, propose a
K-nearest neighbor procedure, estimating the value of a time t measurement for gene g as
the average of the time t expression values measured for the K genes most similar to g.
KNN-impute uses a Euclidean distance over the discrete expression measurements to find
the nearest neighbors. To evaluate the gain in using the impulse model we applied the
same procedure, but using measurements smoothed out using the impulse model. That is,
we used the predicted values that the impulse model fit to the data rather than the raw
measurements.

Specifically, we hid a single time point in the expression profile of each gene, and used all of
the remaining measurements to estimate the left-out values. Overall, this process resulted
in a level of about 10–20% missing values, depending on the number of measurements in



each time course. For each gene, we estimated the curve fit to the remaining measurements
of that gene. We then estimated the value of a missing time t measurement for gene g by
selecting the K genes nearest to g, using Euclidean distance over the predicted values, and
averaging the predicted expression values at time t. Note that the predicted values were
used both for selecting the neighbors and estimating the time t value. For comparison, we
also applied the standard KNN-impute procedure to the same data. We used the the online
version of KNN-impute, available from smi-web.stanford.edu/projects/helix/pubs/impute/.
We used K = 15, which is in the middle of the range of optimal values for K in the analysis
of Troyanskaya et al.

Fig. 5 compares the median error obtained with the two distance measures, across 17 stress
conditions. Using the impulse model consistently reduced the error by a factor of 2. The
median impulse-model errors are 36–60% lower than those of KNN impute (average of 47%),
which was highly significant (paired t-test: p = 1.1 10−4, n = 17). The analysis was repeated
for K = 10 and K = 20, with almost identical results (paired t-test: p = 1.9 × 10−4 and
1.0 × 10−4).

Bar-Joseph et al. [2] used another approach for utilizing similarity of expression profiles
across genes. They cluster genes and train a model based on approximating splines for
cluster profiles. We compared this method with the KNN-impulse method described above,
over the same data set described above, We used code supplied to us by Bar-Joseph, and
selected values of the parameters that performed well in the experiments described by Bar-
Joseph et al. We used 10 clusters, since we found in our clustering experiments (Sec. 3.3)
that this number of clusters captures well most of the structure in the data. The KNN-
impulse model outperformed splines based clustering by 10 % on average, which was also
statistically significant (paired t-test, p=0.011, n=17).

5 Temporal profile and gene functions

The temporal profile of gene expression reflects the underlying dynamics at the system level.
Rise and fall of mRNA expression are expected to be shared by genes that participate in the
same pathway or process, and therefore can help to identify concerted behavior of genes. To
study the temporal behavior of groups of genes, we learned an impulse model for clusters
of genes as explained in section 3.3. For each cluster, we estimated how well its profile is
described by the impulse model: The mean profile of all genes in the cluster was calculated,
and this single temporal profile was used to obtain a p-value using a shuffling procedure to
be described elsewhere.

Clusters enrichment for gene function

In order to use our model to obtain a systems level view of the response of yeast to dif-
ferent stress conditions at a systems level, we first identified the biological processes that
are associated with each cluster, based on the type of functional groups enriched in the
genes of each cluster. More specifically, we downloaded the GO [7] database of functional
annotations, and associated each gene with the processes in which it participates. For each
annotation and each cluster, we then computed the fraction of genes in the cluster associ-
ated with the annotation, and used the hypergeometric distribution to assign a p-value for
that fraction. We took p¡0.05 to be significant, corrected for multiple hypotheses testing
using the False Discovery Rate (FDR) method. Applying these enrichment tests to all 170
clusters we learned across the 17 tested conditions, we found 160 clusters whose genes were
enriched for at least one functional GO annotation. These annotations spanned a wide range
of processes involved in the response to stress, and included 540 GO annotations that were
enriched in at least one cluster.

The function of processes captured by the cluster can be revealed by looking into all the
enriched categories of the clusters. As expected, in each stress condition, some of the
clusters are enriched for the functional category which is relevant to the specific stress
applied to the culture. For example, Adenine starvation contains a cluster enriched for
adenine biosynthesis (p=2e-29) and organic acid metabolism (p=8e-29). Nitrogen depletion



yields a cluster enriched for amine metabolism (p=3e-35), and H2O2 stress reveals a cluster
enriched for oxidoreductase activity (p=1e-14) and peroxidase activity (p=6e-14).

Clusters enrichment for transcription factors

To gain insights into the regulatory mechanisms that control the expression of the various
clusters, we performed the same enrichment analysis using sets of experimentally identified
targets of all yeast transcription factors as measured by genome-wide location analysis [6].
Overall, we found that the genes of 54 of all 170 clusters were enriched for binding by at
least one transcription factor, and that the total number of enriched transcription factors
that control the response to stress is 30.

6 Discussion

This paper describe a model designed to capture the temporal profiles characterizing a
gene’s response to changes in the cellular state. Data sets exploring such phenomena are
very common in a variety of organisms [14], as they are very successful at revealing the
genes that participate in key cellular processes.

We show that the impulse model yields superior behavior for the task of estimating missing
gene expression measurements. It can be used both for filling in corrupted measurements,
and for estimating the expression level at points that were not measured. We also show that
the temporal profiles associated with clusters provide interesting biological insights.

By limiting the representational capacity of our model to a restricted set of biologically
motivated response behaviors, we gain two important benefits. First, the model is easier to
learn from sparse data and allows us to learn temporal profiles even from the expression data
of a single gene. In machine learning terms, the hypothesis space of the model is limited
to the type of behaviors that are likely to be found in cells. Indeed, we provide a way of
estimating whether the impulse model captures a gene’s behavior, and show that up to half
of the genes in the yeast genome are well described by our model in a non trivial way. The
second gain is in the intuitive interpretation that can be assigned to the parameters of the
model, such as the onset and offset times. The interpretability of our model facilitates the
process of deriving biological insights from the results obtained by our analysis.

Unavoidably, by focusing on capturing a limited set of responses, we fail to capture other
types of response, of which the most obvious is periodic behavior such as cell cycle. We
argue that the richness of the space of temporal behaviors exhibited by different genes under
different cellular states requires more than a single generic model, and that the model should
be selected in a way appropriate for the cellular behavior.

It would be interesting to consider yet other types of temporal behavior exhibited by gene
expression profiles, and to construct models appropriate for them. More generally, inter-
esting temporal behavior is manifested not only in gene expression data. Other biological
data sets involving time series are becoming available in proteomics and metabolomics, and
more are likely to arise in the future. Constructing appropriate temporal models for those
data is an important direction for future work.
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A Gradients of the impulse model

Using the sigmoid function S(x) = 1/(1 + exp(−βx)), whose derivative obeys ∂S(x)
∂x

=
(−β)S(x)[1 − S(x)], we obtain the gradient of the profile at the point xi:

∂f

∂h0
= −

1

h1
[1 − S(+β, t1)] s2 (4)

∂f

∂h1
= −

1

h2
1

s1s2 +
1

h1
[S(+β, t1)s2 + s1S(−β, t2)]

∂f

∂h2
= −

1

h1

[

1 − S(−β, t2)
]

s1

∂f

∂t1
=

1

h1

[

− β(h1 − h0)S(+β, t1)(1 − S(+β, t1)
]

s2

∂f

∂t2
=

1

h1

[

− β(h1 − h2)S(−β, t2)(1 − S(−β, t2)
]

s1

∂f

∂β
= +

s2

h1
(h1 − h0)(t1 − x)S(+β, t1)[1 − S(+β, t1)]

+
s1

h1
(h1 − h2)(t2 − x)S(−β, t2)[1 − S(−β, t2)]
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Figure 1: Examples of impulse model fit (solid line) to expression of genes (squares) re-
sponses to 1M sorbitol stress, as described in [10].
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Figure 2: Four examples of gene expression profile clusters. The model for each cluster is
plot as a solid line. Squares are the medians at each time point of the expression levels
(shown as dots). Expression profiles were clustered into 20 clusters, four of which are shown
here.
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Figure 3: (a) Mean squared error for filling missing values with the leave-one-out procedure
described in the text. Error is the average over all 6209 genes. (b) Same as (a), but only
internal time points are held out.
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Figure 4: Illustration of the functions fit to a gene expression profile by an impulse model,
and by polynomials of degree 2 and 3. For each method, 4 curves are shown, one for each left
out measurements. The first and last measurement were not left out, because polynomials
do not perform well in extrapolations.
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Figure 5: Median squared prediction error obtained with KNN-impute that uses Euclidean
distance between experimental measures (y-axis) and KNN with distances between profiles
obtained with the impulse models (x-axis). Impulse-model errors are on average 47 % lower
than those of KNN impute with a Euclidean distance.
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Figure 6: Median squared prediction error obtained with gene clusters based on spline
models and (y-axis) and KNN with distances between profiles obtained with the impulse
models (x-axis). KNN-Impulse errors are on average 10% lower than those obtained with
spline clusters.


