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Abstract

We describealgorithmsfor computingNashequilibriain

structuredgamerepresentationsncluding both graphi-
cal gamesandmulti-agentin uence diagramgMAIDs).

The algorithmsare derived from a continuationmethod
for normal-formandextensive-formgamesiueto Govin-

dan and Wilson; they follow a trajectory through the
spaceof perturbedyamesandtheir equilibria. Our algo-
rithms exploit gamestructurethroughfast computation
of the Jacobiarof the games payof function. They are
guaranteedo nd at leastoneequilibrium of the game
andmay nd more.Ourapproactprovidesthe rst exact
algorithmfor computinganexactequilibriumin graphi-
calgameswith arbitrarytopology andthe rst algorithm
to exploit ne-grain structuralpropertiesof MAIDs. We
presenexperimentaresultsfor ouralgorithms.Therun-

ning time for our graphicalgamealgorithmis similar to,

and often betterthan, the running time of previous ap-
proximatealgorithms.Our algorithmfor MAIDs canef-

fectively solve gameghataremuchlargerthanthosethat
couldbesolvedusingprevious methods.

1 Intr oduction

Gametheoryis a mathematicaframework thatdescribesn-
teractionsbetweenmultiple rational agentsand allows for
reasoningabouttheir outcomes. However, the compleity
of standardgamedescriptionggrows exponentiallywith the
numberof agentdnvolved. For mary multi-agentsituations,
this blowup presentsa seriousproblem. Recentwork in
arti cial intelligence[La Mura, 2000; Kearnset al., 2001;
Koller andMilch, 2001] proposeshe useof structuredyame
representationthatutilize a notion of locality of interaction;
theserepresentationallow a wide rangeof complex games
to berepresentedompactly

In this papemwe considetthetaskof computingNashequi-
libria for structuredgames. A Nashequilibriumis a stratgy
pro le suchthatit is noagentSinterestto deviateunilaterally
A nawve approachto nding Nashequilibriais to corvertthe
structuredgameinto a standardyamerepresentatiorandap-
ply a standardgame-theoretisolutionalgorithm[McKelvey
andMcLennan,1994. This approachis, in general,infea-
sible for all but the simplestgames.We would like analgo-
rithm thatexploitsthestructurein thesegamerepresentations
for ef cient computation.
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In this paper we describea setof algorithmsthatusecon-
tinuationmethoddor solving structuredyames.Thesealgo-
rithms follow a trajectoryof equilibria of perturbedgames
until anequilibrium of the original gameis found. Our algo-
rithms are basedon the recentwork of Govindan and Wil-
son [2002; 2003a;2003b] (GW hereafter),which apply to
standardgamerepresentationgnormal-formand extensve-
form). We showv how the structureof the gamescanbe ex-
ploited to perform the key computationaktep of the algo-
rithmsof GW.

Our methodsaddressothgraphicalgamedKearnsetal.,

2001 and multi-agent in uence diagrams (MAIDs) [Koller
andMilch, 2001]. We presenthe rst algorithmfor nding
exactequilibriain graphicalgameof arbitrarystructure We
alsoprovidethe rst algorithmthatcantake advantageof the
ne-grained structureof MAIDs, and thereforecan handle
MAIDs which aresigni cantly outsidethe scopeof previous
methods We provide experimentaresultsdemonstratinghe
ef ciency of ourapproachelative to previousmethods.

2 GameRepresentationsand Equilibria

2.1 GameTheory

We beggin by brie y reviewing conceptsfrom gametheory
usedin this paper referringto Owen[1994 for a goodintro-
duction. A gamede nes an interactionbetweena set  of
agents.Eachagent hasa setof available strategies

, Wherea strat@yy determineghe agents behaior in the
game. The precisede nition of theset  dependson the
gamerepresentationas we discussbelon. A strategy pro-
le de nesastratgy for each . Givena
stratgyy pro le , thegamede nesa payof for each
agent . We use to denotethe stratgy pro les of
theagents . Similarly, we use to referto
thesetof all stratgy pro Ies of agentdn

A solutionto a gameis a prescriptionof a strat(gy pro le
for the agents. The agents goal is to maximizeits payof.
Thus, a basicdesideratunfor a solution pro le is stability
— it shouldnot be in ary agents intereststo deviate from
it. More preciselythefundamentahotionof a Nashequilib-
rium [Nash,1951] is de ned to be a stratgy prole  such
that, for all , , for all
otherstratgies . Thus,if anagentknew thattheoth-
erswereplayingaccordingo anequilibriumpro le, it would
have noincentive to deviate.



An -equilibriumis astratgy pro le suchthatnoagentcan
improve its expectedpayof by morethan by unilaterally
changingts stratgyy. Unfortunately nding an -equilibrium
is not necessarila steptoward nding anexactequilibrium:
thefactthat isan -equilibriumdoesnot guarante¢he ex-
istenceof anexactequilibriumin the neighborhoodf

Normal-Form Games

A general-sunnormal-form gamede nes a simultaneous-
move multiagentscenarian which eachagentindependently
selectsan actionandthenrecevesa payof thatdependon
the actionsselectedby all of the agents.More precisely let
beanormal-formgamewith aset of agentsEachagent
hasa discreteactionset  anda payof array
with entriesfor every actionpro le in
Equilibrium stratgjiesoften requwethatagentsrandomlze
their choiceof action. A mixedstrategy  is a probability
distributionover . Theset isthesetof all mixedstrate-
gies. The supportof a mixed stratey is the setof actionsin
thathave non-zeroprobability A stratggy  for agent
is saidto bea pure strategy if it hasonly asingleactionin its
support. Theset of mixed stratgyy pro les is
A mixed stratey pro le isthusan -vector, Where
. Every gameis guaranteedo have atleast
onemixed-stratgy equilibrium,andthe numberof equilibria
may be exponentialin the numberof agents.

Extensive-Form Games

An extensie-form gameis representedy a tree in which
eachnoderepresents choiceeitherof anagentor of nature.
Eachof natures choicenodess associateavith a probability
distribution over its outgoingbranches.Eachleaf of
the treeis associatedvith a vector of payofs , Where
denoteghe payof to agent atleaf . The choices

of the agentsandnaturedictatewhich pathof thetreeis fol-
lowedandthereforethe payofs to theagents.

Thedecisionnodeshelongingto eachagentarepartitioned
into informationsets,whereeachinformationsetis a setof
statesamongwhich the agentcannotdistinguish. Thus, an
agents strat@y musttake the sameactionat all nodesin the
sameanformationset.We de ne anagenthistory fora
node inthetreeandanagent tobeasequenceontaining
theinformationsetstraversedin the pathfrom therootto
andthe action selectedat eachone. Thus, two nodeshave
the sameagent- historyif the pathsusedto reachthemare
indistinguishabld¢o . (The pathsmay differ in otherways,
suchasnatures decisionsor the decisionsof otheragents.)
We make the commonassumptiorof perfectrecall: anagent
doesnot forgetinformation known nor the choicesmadeat
previous decisions.More precisely if two nodes arein
thesameinformationsetfor agent , then

We needa representatiorof a strateyy for an extensve—
form game;unlike the caseof normal-formgamesthereare
several quite differentchoices. For our purposesthe most
appropriaterepresentations the sequencdorm [Koller and
Megiddo,1992;von Stengel1996]. Here thestratgy  for
anagent isrepresentedsavectorof realvaluesof size
onefor eachdistinct history for aleaf in thetree.
Thenumber , abbreviated , istheproductof
the probabilitiescontrolledby agent alongthe history

Fromthisrepresentationye caneasilyderive the probability
of takinganactionat a particularinformationset.
Thesetof sequencéorm stratgjiesfor agent istherefore

a subsetof , where s at mostthe numberof leaves
in thetree. The setof legal sequencdorm stratejies

for agent is de ned by a setof linear constraintson vec-
torsin . The setof sequencdorm stratgy pro les is

thende ned as . The payof to agent in an
extensie-formgamecanbe shaovn to be

1)

Thus,the payofs areasum,overtheleavesin thetree,of the
payof ataleaftimestheproductof thesequencéorm param-
etersfor thatleaf! Importantly this expressiorhasa similar
multi-linearform tothepayof in anormal-formgame put us-
ing sequencéorm stratgiesratherthanmixed stratgies. In
an extensive form gamesatisfyingperfectrecall, any mixed
strat@yy equilibrium canbe representedisingan essentially
equialentsequencéorm strategy pro le.

2.2 Structured Representations

Graphical Games

The size of the payof arraysrequiredto describea normal-
form gamegrows exponentiallywith the numberof agents.
Kearnset al. [2001] introducedthe framework of graphical
gameswhich provide amorestructuredepresentatiobased
on probabilisticgraphicalmodels. Graphicalgamescapture
local structurein multi-agentinteractions,allowing a com-
pactrepresentatiofor scenariosvhereeachagents payof is
only affectedby a small subsebf otheragents.Examplesof
interactionsvherethis structureoccursincludeagentghatin-
teractalongorganizationhierarchiesand agentshatinteract
accordingto geographigroximity.

A graphicalgameis describedike a normal-formgame.
The basicrepresentatiorgslightly generalized)s a directed
graphwith onenodefor eachagent. An edgefrom agent
toagent inthegraphindicateghatagent 'spayofsdepend
ontheactionof agent . More preciselywe de ne Fam to
bethesetof agentxonsistingof itself andits parentsn the
graph.Theagents payof is anarrayindexedonly by the
actionsof the agentsin Fam . Thus, the descriptionof the
gameis exponentialin thein-degreeof the graphandnotin
thetotal numberof agentsin thiscasewe use and
to referto strateyy pro les of theagentin Fam

Multi-agent In uence Diagrams
The descriptionlength of extensive-form gamesoften also
grows exponentiallywith the numberof agents. In mary
situations this large tree can be representedmore com-
pactly Multi-agentin uence diagrams(MAIDs) [Koller and
Milch, 2001 allow a structuredrepresentationf gamesin-
volving time and information by extending in uence dia-
grams[HowardandMatheson1984 to themulti-agentcase.
A MAID is representeds a directedacgyclic graphover
nodesof threetypes: chance decision,and utility. (Utility

For notationalsimplicity, includesnatures probabilities.



nodesareassumedo have no children.)Chancenodesepre-
sentnatures actions,anda conditional probability distribu-

tion (CPD) is associatedvith eachsuchnode,describingthe
distribution over outcome®f thatvariableconditionedonthe
valuesof its parents.Eachdecisionnodeis associatedavith

a singleagent. The parentsof a decisionnoderepresenthe
variableswhosevaluesare known to the agentwhen mak-
ing that decision. Thus, an agents decisionrule for a node
canspecifya differentstratey for eachassignmenof values
to the nodes parents.In effect, eachsuchassignmentorre-
spondgo aninformationset. A randomizingdecisionrulefor

adecisionmodeis simplya CPD:adistribution overits values
for eachinstantiationof its parents.

Eachutility nodeis associatedvith an agent,and repre-
sentsa componentin that agents payof. The utility node
takes real valuesas a deterministicfunction of its parents.
Thus,thatcomponenbf theagents payof depend®nly ona
subsebf thevariablesn the MAID. Theagents overall util-
ity is the sumof the utilities obtainedat its different utility
nodes.lt is easyto shav thata MAID de nes an extensve-
form game.If we useCPDsanddecisionrulesthataretree-
structured,thenthe MAID representations no larger than
thecorrespondingxtensve-formrepresentatiorgndis expo-
nentiallysmallerin mary casesNotethatagraphicalgameis
simply aMAID whereeachagenthasa singledecisionnode
anda single utility node,andwherethe parentsof an agent

'sutility nodearethedecisionnodedor theagentsn Fam .

3 Continuation Methods

We begin with a high-level overview of continuationmeth-
ods,referringthereadetto [Watson 2000 for amoredetailed
discussionContinuationrmethodswork by solvinga simpler
perturbedoroblemandthentracingthe solutionasthe mag-
nitudeof theperturbatiordecreasegonvergingto asolution
to theoriginal problem.
More precisely let be a scalarparameterizing contin-
uumof perturbecproblems When , theperturbedrob-
lem is the original one; when , the perturbedproblem
is onefor which the solutionis known. Let  representhe
vectorof real valuesof the solution. For any perturbedprob-
lem de ned by , we characterizesolutionsby the equation
, where is areal-valuedvectorfunction (so

is a vectorof zeros). The function is suchthat if
holdsthen is a solutionto the problemper

that

turbedby

The continuationmethodtracessolutionsalongthe mani-
fold of solutionpairs satisfying . Specif-
ically, if we have a solution pair , we would like to
tracethatsolutionto adjacensolutions.Differentialchanges
to and mustcanceloutsothat remainsequalto
Thus,locally, changes and alongthe pathmustobey

, Which is equivalentto

thematrix equation

(2)

If thematrix hasanull-spaceof rank1 every-
where thecurveis uniquelyde ned. If properlyconstructed,
the curve startingat is guaranteedo cross , at

which pointthecorrespondingalueof is asolutionto the
originalproblem.A continuatiormethodbeginsattheknown
solutionfor . Thenull-spaceof theJacobian  ata
currentsolution de nes a direction, alongwhich the
solutionis moved by a smallamount. The processhenre-
peatstracingthe curve until . Thecostof eachstepin
this computation giventhe Jacobianjs cubicin the size of
theJacobiandueto therequiredmatrix operations.
Continuationmethodsinvolve the tracing of a dynamical
systemthroughthe continuousvariationof the parameter .
For computationapurposesgliscretestepsmustbetaken. As
a result, error inevitably accumulatess the pathis traced.
Onecanuseseveraltechniquedo reducetheerror, which we
do not describefor lack of space.Unfortunately thesetech-
niquescanpotentiallysendthe algorithminto a cycle, andin
practicethey occasionallydo. If thealgorithmcycles,random
restartsanda decreasén stepsizecanimprove cornvergence.

4 Continuation Methods for Games

We now review the work of Kohlbelg and Mertens[1986
and GW on applyingthe continuationmethodto the task of
nding equilibriain games. Thesealgorithmsform the ba-
sis for our extensionto structuredgames,describedin the
next section. The continuationmethodperturbsthe gameby
adding timesa x ed bonusto eachagents payofs, such
thatanagents bonusdepend®nly onits own actions.If the
bonusesrelargeenoughlandunique) thebonusesiominate
theoriginal gamestructure andthe agentsneednot consider
their opponentsplays. Thus,for , the perturbedyame
hasonly oneequilibrium: eachagentplaystheactionwith the
largestbonus.We thenusethe continuatiormethodto follow
a pathin the spaceof andequilibrium pro les for there-
sulting perturbedgame,decreasing until it is zero; at this
point, the correspondingtratey pro le is anequilibrium of
theoriginal game.We now malke this intuition moreprecise.

4.1 Normal Form Games

In orderto apply Eqg. (2), we needto characterize¢he equi-
libria of perturbedgamesasthe zerosof a function . We
rst de ne anauxiliary functionmeasuringhe bene t of de-
viating from a givenstratey pro le. Speci cally, isa
vectorpayof functionof the payof to agent for deviating
from themixedstrateyy pro le by playingeachaction :

We now de ne a retraction operator to
be an operatorthat mapsarbitrary -vectors to the point
in the space of mixed stratgies which is nearestto
in Euclideandistance. As outlined in the structuretheo-
rem of Kohlbelg and Mertens[1986, an equilibrium is
recoverablefrom by the retractionoperator

. In fact, this conditionis a full charac-
terizationof equilibria. Thus,we cande ne an equilibrium
asasolutionto theequation . Corversely

if and we have the equivalent
conditionthat . Thus,we cansearch
for a point which satis esthis equality in which
case is guaranteedo be anequilibrium.



We now de ne the gameperturbatiorandassociatedon-
tinuationmethod. For atargetgame  with payof function
, we createan easily solubleperturbedgameby addingan
-vector of uniguebonuseghat agentsreceve for play-
ing certainactions,independentlyof what all other agents
do. In perturbingthegame by , we arrive atanew game
in which for each , andfor ary ,
. If we make sufciently
large, then hasa uniqueequilibrium, in which each
agentplaysthepurestratgy for which  is maximal.
Now, let  bethe payof function for the tamgetgame
The inducedpayof function is alsoperturbedfrom
by . Thus,theform of ourcontinuationequations:

®3)
We have that is the payof functionfor the perturbed
game , SO is zeroif andonly if is an
equilibriumof . At thegameis unperturbedso
iff is anequilibriumof

The expensve stepin the continuationmethodis the cal-
culationof the Jacobian , requiredfor the computation
that maintainsthe constraintof Eq. (2). Here,we have that

,Where isthe identity ma-
trix. Thehardpartis the calculationof . For purestrate-

gies and , the value at location
in is equalto the expectedpayof to agent when
it playsthepurestratggy , agent playsthe purestratey

, andall otheragentsactaccordingo thestratgy pro le

(4)

Computing Eq. (4) requiresa number of multiplications
which is exponentialin the gamesize; the sumis over the
exponentiallylarge space

4.2 Extensve Form Games

The samemethodappliesto extensive-formgamesusingthe
sequencdorm parameterizatioof stratgies. We rst need
to de ne thebonusvector andthe retractionoperatomwhich
allows usto characterizequilibria.

The bonusvectorin the extensive-form addsa bonusfor
eachsequencef eachagent. GW show that a sufciently
largebonusguaranteea uniqueequilibriumfor theperturbed
game. The retractionoperator takesa generalvectorand
projectsit ontothe valid region of sequencéorms. As all of
theconstraintsarelinear, the projectionamountgo adecom-
posablequadraticprogram(QP) that can be solved quickly.
We employ standardQP methods The Jacobiarof theretrac-
tion is easilycomputabldrom the setof active constraints.

The solution for the sequencdorm is now surprisingly
similar to that of the normal-form. The key propertyof the
sequencéorm strategy representatiors thatthe payof func-
tion is a multi-linear function of the extensive-formparame-
ters,asshavn in Eq. (1). The elementof the Jacobian
alsohavethesamegeneraktructure In particulartheelement
correspondindgo sequence for agent andsequence
for agent is

()

(a) (b)
Figurel: (a) An abstracdiagramof the path. The horizontalaxis
represents and the vertical axis representshe spaceof stratgy
pro les (actually multidimensional). The algorithm startson the
right at and follows the dynamicalsystemuntil at
point 1, whereit hasfound anequilibrium of the original game. It
cancontinueto tracethepathand nd theequilibrialabeled2 and3.
(b) Two-stageroadbuilding MAID for threeagents.

where is the setof leavesthatare consistentvith the
sequences (for agent )and (for agent ). We take
to bethe emptyset(andhence )if and
areincompatible Eq. (5) is preciselyanalogouso Eq. (4) for
normal-formgames.We have a sum, over outcomespf the
utility of theoutcomemultiplied by the stratayy probabilities
for all otheragents.Note thatthis sumis over the leavesof
thetree,which maybeexponentialin the numberof agents.
Zero-probabilityactionsin extensive-formgamegiverise
to an additionalsubtlety Suchactionsinducea probability
of zerofor entiretrajectoriesin the tree, possiblyleadingto
equilibriabasednunrealizablghreatsandotherundesirable
phenomenaFor us, they canalsoleadto bifurcationsin the
continuationpath, preventing corvergence. Thus, we con-
strainall sequencéorm parameterto begreatethanor equal
to for somesmall . This constrainiensureshatthe contin-
uationpathisa -manifold. Thealgorithmthus nds anequi-
librium to a perturbedyame whereagentshave a smallprob-
ability of choosingan unintendedaction. As tendsto zero,
theseequilibriacorvergeto perfectequilibria of the original
game[Owen, 1995, a (nonempty)subsetof all equilibria.
For small enough,continuity implies that thereis always
an exact perfectequilibriumin the vicinity of the perturbed
equilibrium,which caneasilybefoundusinglocal search.

4.3 Path Properties

In the caseof normal-formgames the structuretheoremof
Kohlbeig and Mertens[198€ implies that, with probability
oneoverall choicesfor , the pathof thealgorithmis a one-
manifoldwithout boundary GW provide ananalogoustruc-
turetheorenmthatguaranteethe samepropertyfor extensve-
form games.Figure 1(a) shovs an abstractepresentationf
the pathfollowed by the continuationmethod. The equilib-
rium for largepositve is unique,sothe one-manifoldcan-
not doublebackto the side of Furthermore the
perturbedgamesalongthepathcanhave only a nite number
of discreteequilibria,sothepathcannotravel backandforth
inde nitely. Therefore,it mustcrossthe hyperplane
at leastonce,yielding an equilibrium. In fact, the pathmay
crossmultiple times,yielding mary equilibriain asinglerun.
As the pathmusteventuallycontinueto the side, it
will nd anoddnumberof equilibriawhenrunto completion.
In both normal-formand extensive-form games the path
is piece-wisgpolynomial,with eachpiececorrespondindo a



differentsupportsetof the strategy pro le. Thesepiecesare
calledsupportcells The pathis not smoothat cell bound-
aries, due to discontinuitiesin the Jacobianof the retrac-
tion operatorandhencein , whenthe supportchanges.
Thus,in following the path,caremustbe takento stepup to
theseboundariegxactly.

In the caseof two agentsthe pathis piece-wisdinearand,
ratherthantakingstepsthealgorithmcanjumpfrom “elbow”
to “elbow” alongthis path. Whenthis algorithmis appliedto
a two-agentgameanda particularbonusvectoris used,the
stepsrom supportcell to supportcell thatthealgorithmtakes
areexactly equalto the pivotsof the Lemke-Hawvsonsolution
algorithm[Lemke andHowson, 1964 for two-agentgames,
andthe two algorithms nd preciselythe samesetof solu-
tions. Thus,the continuatiormethodis a strict generalization
of the Lemke-Howsonalgorithmthatallows differentpertur
bationraysandgamef morethantwo agents.

4.4 lIterated Polymatrix Approximation

Becausegerturbedgamesmay themseleshave anexponen-
tial numberof equilibria, and the path may wind backand
forth througharny numberof them,the continuatioralgorithm
cantake awhile to traceits way backto asolutionto theorig-
inal game.We canspeedup thealgorithmusinganinitializa-
tion procedurebasedon the iterated polymatrix approxima-
tion (IPA) algorithmof GW. A polymatrixgameis a normal-
form gamewherethepayofstoaagent areequaltothesum
of the payofs from a setof two-agentgamesgachinvolving

andanotheragent.Polymatrixgamesanbesolvedquickly
usingthe Lemke-Hawvsonalgorithm[1964.

Givenanormal-formgame andastratgy prole ,we
canconstructa polymatrixgame  whoseJacobiarat is
thesameasthe Jacobiarof 'spayof function at . The
game is alinearizedapproximationto around , and
canbecomputecdef ciently fromtheJacobiarof . GW pro-
vide aniterative algorithmthat,in eachstep,takesapro le
andimprovesit usingthe solutionof the polymatrix approx-
imation . This algorithmis not guaranteedo corverge,
but in practice,it quickly moves“near” a goodsolution. We
thenconstruct perturbedyamecloseto theoriginal gamefor
which this approximateequilibriumis an exact equilibrium.
The continuationmethodis thenrun from this startingpoint
to nd anexactequilibriumof theoriginal game.

5 Exploiting Structure

As mentionedabove,thecalculationof ateachstepof the
algorithmconsumesnostof the time. Both in normal-form
and (in the worst case)in extensive-form gamesit requires
time thatis exponentialin the numberof agents. However,
aswe shaow in this sectionwhenusinga structuredepresen-
tation suchas a graphicalgameor a MAID, we can effec-
tively exploit the structureof the gameto drasticallyreduce
thecomputationatime required.

5.1 Graphical Games

Considerthe computationof the normal-form Jacobianin
Eq. (4). The key insightis thatthe choiceof stratey for an
agentoutsidethefamily of  doesnot affect . This ob-
senationallows usto computethe  entriesin the Jacobian

locally, consideringonly
considerntwo caseslf

'sfamily. More preciselywe can
Fam ,then

(6)

Fam

Recallingthat is a vectorof actionsonly of Fam
, we seethat this computationis exponentialonly in the
family sizeof . Furthermorethisvaluedoesnotdepencbhn
or ,andcanthereforebe calculatecdbnceandcopiedfor
all agents Fam andfor all choicesof their strateyies.
If Fam , thenwe simply have:

()

Fam

Letting bethe maximalfamily size,and the maximal
numberof actionsperagentwe have thatthe computatiorof
theJacobiamrequirestime

5.2 MAIDs

The Jacobianfor MAIDs
To nd equilibriain MAIDs, we extendthe sequencdorm
continuatiormethodof Sectiord.2. As above, our key taskis
computingthe Jacobiarof Eq. (5). TheJacobiarhasanentry
for eachpair of sequencem the game(onefor eachagent).
We thereforebegin by noting that the sequencdorm repre-
sentatiorfor MAIDs with perfectrecallis no largerthanthe
agents decisionrulesfor that MAID. Dueto perfectrecall,
the last decisionnode (in topological order) must have in-
comingedgedrom all of its previousactionsandall parents
of previous actions. Moreover, it musthave aninformation
setfor ary distinctagenthistory. Thus,the agents decision
rule for that nal decisionhasthe samesizeasthe sequence
form. Hence,thedimension of the Jacobiamma-
trix is linearin the size of the MAID (wheresize,asusual,
includesthe sizeof the parameterization).

We next turn to the computationof the Jacobianentries.
Eq. (5) canberewritten as

(8)

A leaf node in the extensive-form gameis simply an as-
signment to all of thevariablesin the MAID, and
is ‘s utility given . The sequencerobability is
the productof the probabilitiesfor the decisionsof agent

in the assignment . Thus, Eq. (8) is an expectationof

. Theexpectationis overthedistribu-

tion de ned by the Bayesiametwork  whosestructureis
thesameasthe MAID, andwheretheagents'decisionnodes
have CPDsdeterminedy

The agents utility is the sumof its utility nodes.
Dueto linearity of expectationwe canperformthecomputa-
tion separatelyor eachof the agents utility nodesandthen
simply add up the separatecontributions. Thus, we assume
from hereon, without loss of generalitythat  hasonly a
singleutility node

Thevalueof ( ) dependonly onthevalues
of thesetof nodes consistingof  'sdecisionnodesand



theirparentsThus,insteadof computingtheprobabilitiesfor
all assignmentto all variableswe needonly to computethe
mauginal joint distribution over , and Fromthis
distribution, we cancomputethe expectationn Eqg. (5).

Using BayesianNetwork Inference
Our analysisabore reducesthe requiredcomputationssig-
ni cantly. We needonly computeonejoint distribution for
every pair of agents . Thisjoint distribution is the one
de ned by the Bayesiannetwork . Naively, this compu-
tation requiresthat we executeBayesiannetwork inference
times: oncefor eachorderedpair of agents . For-
tunately we canexploit the structureof the MAID to perform
this computatiormuchmaoreef ciently .

The basis for our methodis the clique tree algorithm
of Lauritzenand Spiegelhalter[199d. A clique tree for a
Bayesiametwork is a datastructurede ned over anundi-
rectedireeoverasetof nodes . Eachnode isasubset
of thenodedn calledaclique Thecliquetreesatis escer
tain importantproperties. It mustbe family preserving for
eachnode in ,thereexistsaclique suchthat
andits parentsareasubsebf . It alsosatis esasepaation
requirementif  blocksthepathfrom to ,then,inthe
distributionde nedby ,wehavethatthevariablesn  are
conditionallyindependenof thosein  giventhosein

Eachcliqgue maintainsa datastructure,called a potential
which is an unnormalizeddistribution over the variablesin

. Thesizeof thepotentialfor  is thereforeexponentiain

. Thecliquetreeinferencealgorithmproceeddy passing
messagefrom one clique to anotherin the tree. The mes-
sagesareusedto updatethe potentialin thereceving clique.
After a processin which messagebiave beensentin both
directionsover eachedgein the tree, the treeis saidto be
calibrated atthis point, the potentialof every clique con-
tainspreciselythe joint distribution over the variablesin
accordingto

We canusethe cliquetreealgorithmto performinference
over . Now, considerthe nal decisionnodefor agent
Dueto the perfectrecallassumptionall of 's previousde-
cisionsandall of theirparentsarealsoparentf thisdecision
node.Thefamily preserationpropertythereforempliesthat

is fully containedn someclique. Thus,the expectation
of Eq. (8) requiresthe computationof the joint distribution
over threecliquesin thetree: the onecontaining , theone
containing , andthe one containing . We needto
computethisjoint distributionfor every pair of agents

The rst key insightis that we canreducethis problem
to one of computingthe joint maminal distribution for all
pairs of cliquesin the tree. Assumewe have computed

for every pair of cliques . Now, consider
ary triple of cliques . Therearetwo cases:ei-
ther one of thesecliquesis on the path betweenthe other
two, or not. In the rst case,assumewithout loss of gen-
eralitythat isonthepathfrom to . Inthiscasepy
the separatiorrequirementwe have that

In the secondcase,there

existsauniqueclique  whichblocksthe pathsbetweerary
pair of thesecliques. Again, by the separatiorproperty
rendersthesecliques conditionally independentso we can
usea similar methodto compute

Thus, we have reducedthe problemto one of computing
the maminalsover all pairsof cliquesin a calibratedclique-
tree. We canusedynamicprogrammingto executethis pro-
cesefciently . We constructtablethatcontains
for eachpair of cliques . We constructthetablein or-
derof lengthof thepathfrom to . Thebasecasaswhen

and areadjacenin thetree. In this casewe have that
Theprobability

expressionsn the numeratoraresimply the clique potentials
in the calibratedtree. The denominatorcan be obtainedby

mauginalizing eitherof the two cliques. For cliques and
that are not adjacentwe let be the node adjacentto
onthe pathfrom to . Theclique is one step

closerto , so,by constructionwe have alreadycomputed

. We cannow applythe separatiompropertyagain:

©)

Let bethe numberof cliquesin the tree,and be size
of the largestclique (the numberof entriesin its potential).
The costof calibratingthe clique treefor is . The
costof computingEg. (9) for all pairsof cliquesis .
Finally, the costof computingthe entryof the Jacobia
is . In gameswhereinteractionsbetweenthe agents
arehighly structuredthesize of thelargestcliquecanbea
constanteven asthe numberof agentsgrows. In this case,
the compleity grows only quadraticallyin the number of
cligues,andhencealsoin thenumberof agents.

6 Results

6.1 Graphical Games

We comparedwo versionsof our algorithm: cont, the sim-
ple continuationmethod, and IPA+cont, the continuation
methodwith the IPA initialization. We comparedur results
to the publishedresultsof the the algorithm of Vickrey and
Koller [2004 (VK hereafter). The VK methodonly returns

-equilibria, but their approachis the only onethat applies
to graphicalgameswhoseinteractionstructureis not a (bi-
connected}ree and for which timing resultsare available.
TheVK papercontainsseveraldifferentalgorithms.We com-
paredagainstthe algorithmwhich hadthe smallestapproxi-
mationerrorfor a givenproblem.

Following VK, our algorithmswererun on two classef
games,of varying size. The Roadgame,denotinga situa-
tion whereagentsmustbuild in land plots along a road, is
playedon a 2-by- grid; eachagenthasthreeactions,and
its payofs dependonly ontheactionsof its (grid) neighbors.
Following VK, we constructeca gamewherethe payof for
anagentis simply the sumof payofs of gameslayedsepa-
rately with its neighborsandwhereeachsuchsubgamehas
the payof structureof rock-paperscissors.This gameis, in
fact,a polymatrixgame,andhenceis very easyto solve us-
ing our methods. We also experimentedwith a ring graph
with threeactionsperagentandrandompayofs.

For eachclassof gamesyve choseasetof gamesizesto run
on. For each,we selectedrandomlyin casesvherethe pay-
offs wererandom a setof atleastten(andup to onehundred
for MAIDs) testgamedo solve. We thensolved eachgame
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Figure2: Resultsfor graphicalgamesia) Runningtime for roadgamewith rock-papeiscissorpayofs. Resultsfor ring gamewith random
payofs: (b) runningtime; (c) numberof iterationsof cont; (d) averagetime periterationof cont.

with a differentrandomperturbatiorvector , andrecorded
thetime andnumberof iterationsnecessaryo reachthe rst
equilibrium. We then averagedover test cases. The error
barsshawv the variancedueto the choiceof perturbatiorvec-
tor and, for randomgamesthe choiceof game. For smaller
gamesthealgorithmsalwayscorvergedto anequilibrium. In
about40% of thelargergamegmorethan20 agents)theal-
gorithmsdid not corvergeonthe rst trial; in thesecaseswe
restartedhe samegamewith a differentrandomperturbation
vector On averageabout?2 restartsveresufcient for these
dif cult games.In a few large graphicalgames(e.g. 9% of
gamewith 45agents)|PA did notcorvergeafter10restarts;
in thesecaseswve did notrecordresultsfor IPA+cont. In the
otherrestartedcasesye recordedhetimefor the corverging
run. Ourresultsareshavn in Figures2(a,b).

In all casespur algorithmfoundan equilibriumwith error
at most , essentiallymachineprecision. In the Road
gameswe comparedigainsthetimesfor VK usingtheir hill
climbingmethodwhichfound -equilibriawith errorof
In thesegamesthe cont methodis moreef cient for smaller
gameshut thenbecomesnorecostly Dueto the polymatrix
natureof this game the IPA+cont solvesit immediatelywith
the Lemke-Howsonalgorithm, andis thereforesigni cantly
lessexpensvethanVK.

In the random-paydfring games VK hadan equilibrium
errorof about usingtheircostminimizationmethodwith
agriddiscretizatiorof . Here,ouralgorithmsaremoreef-
cient thanVK for smallergamequp to 20—30agents)with
IPA+cont performingconsiderablybetterthan cont. How-
ever, the runningtime of our algorithmsgrows morerapidly
thanthatof VK, sothatfor largergamesthey becomemprac-
tical. Neverthelesspur algorithmsperformedwell in games
with upto  agentsand actionsper agent,gameswhich
werepreviously intractablefor exactalgorithms.

Here, we also plotted the numberof iterationsand time
periterationfor cont in Figures2(c,d). The numberof itera-
tionsvarieshasedothonthegameandperturbatiorray cho-
sen.However, thetime periterationis almostexactly cubicas
predicted.We notethat, whenIPA is used,the continuation
methodcorvergesalmostimmediately(within a second).

6.2 MAIDs

Koller and Milch [2001] de ne a relevancegraph over the
decisionnodesn aMAID, wherethereis anedgefrom  to

if thedecisionruleat  impactsthe choiceof decision
ruleat . They shaw thatthetaskof nding equilibriafor a
MAID canbedecomposedn thatonly decisionnodesn the

samestrongly connecteccomponentin the relevancegraph
mustbe consideredogether However, their approachs un-

ableto dealwith structurewithin a stronglyconnecteccom-

ponentandthey resortedo corvertingthe gameto extensive

form, andusinga standarcequilibriumsolver. Our approach
addresseshe complementanyproblem, dealing speci cally

with this ner-grainedstructure.Thus,wefocusedour exper

imentson MAIDs with cyclic relevancegraphs.

We ranour algorithmson two classe®f gamesywith vary-
ing sizes.The rst, asimplechain,alternateetweendeci-
sionandchancenodeswith eachdecisionnodebelongingto
adifferentagent.Eachagenthastwo utility nodesgachcon-
nectedo its decisionnodeandto a neighbors (exceptfor the
endagentswho have oneutility nodefor their single neigh-
bor). All probability tablesandpayof matricesarerandom.
Our secondexampleis shovn in Figure1(b). It is an exten-
sionof thegraphicafoadgamefrom above. Eachagentmust
submitplanssimultaneously — ) for thetypeof building
(homeor store)thatthey will build alonga road. However,
building ( — ) proceeddrom left to right andso before
committingto a build, an agentcan seea noisy estimateof
theplansof theagentto its left (- ). Agentswould pre-
fer to bethe rst oneto starta new type of building (i.e., be
differentthantheir left neighborshut the sameastheir right
neighbors) They alsotake a penaltyif their building andplan
decisiondiffer. Carefully chosenpayofs ensurenon-trivial
mixedstrateies.

Figures3(a,b) shawv the runningtimes for computingan
equilibrium as the numberof agentsis increasedfor both
typesof games.We comparedour resultsto thoseachieved
by corvertingthe gameto extensive-formandrunningGam-
bit, a standardequilibriumcomputatiorpackage Our timing
resultsfor Gambit do notincludethetime for the corversion
to extensive-form.

Figures3(c,d) shav the numberof iterationsandrunning
time per iteration for the caseof the two-stageroad game.
Therunningtime periterationis onceagainwell t by acu-
bic. Thevarianceis mainly dueto theexecutionof theretrac-
tion operatorwhoserunningtime dependn the numberof
stratgiesin the support.

7 Discussionand Conclusions

In the last few years,several papershave addressedhe is-

sueof nding equilibriain structuredgames.For graphical
gamestheexactalgorithmsproposedofarapplyonly to the
very restrictedclassof gameswvheretheinteractionstructure
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Figure3: Resultsfor MAIDs: (a) Runningtimesfor the chainMAID.

iterations;(d) time periteration.

is an undirectedree,andwhereeachhasonly two possible
actions[Kearnsetal., 2001;Littmanetal., 20024.

Therehave beenseveralalgorithmsproposedor the com-
putationof -equilibriain generalgraphicalgames,mostof
which (implicitly or explicitly) de ne an equilibrium as a
setof constraintsover a discretizedspaceof mixed strate-
gies, andthen use someconstraintsolving method: Kearns
et al. [2001] usea tree-propagatiomlgorithm; Vickrey and
Koller [2002 usevariableelimination methods(VK1); and
Ortiz andKearng 2003 usearc-consistencconstrainfprop-
agationfollowed by search.Vickrey andKoller [2007 also
proposea gradientascentalgorithm (VK2). The running
timesof KLS andVK1 bothdependon the tree-widthof the
graph,whereagherunningtimesof ouralgorithm,VK2, and
OK dependonthe degreeof the graph. However, theseatter
threealgorithmsall requiremultiple iterationsandno bounds
arecurrentlyknown on the numberof iterationsrequired.

For MAIDs, Koller and Milch [2001] (KM) de ne a no-
tion of independencéetweenagents'decision,andprovide
analgorithmthatcandecompos¢he problembasecbn fairly
coarseindependencstructure. Our algorithmis ableto ex-
ploit a much ner-grainedstructure resolvingan openprob-
lem left by KM. La Mura [2004 (LM) proposesa continu-
ation methodfor nding oneor all equilibriain a G net, a
representatiorwhich is very similar to MAIDs. This pro-
posalonly exploits a very limited set of structuralproper
ties (a strict subsetof KM and of our algorithm). The pro-
posalwasalsoneverimplementedandseveralissuesegard-
ing non-corverging pathsseemunresohed.

We have presented@nalgorithmfor computingexactequi-
libria in structuredgames. Our algorithm is basedon the
methodsof GW, but shavs how the key computationakteps
in theirapproactcanbe performednuchmoreefciently by
exploiting the gamestructure.Our methodallows usto pro-
videthe rst exactalgorithmfor generafjraphicalgamesand
the rst algorithmthat takes full advantageof the indepen-
dencestructureof aMAID. Ourmethodsan nd exactequi-
libria in gameswith large numbersof agents,gameswhich
werepreviously intractablefor exactmethods.
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