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Abstract

Image segmentation is not only hard and unnecessary
for texture-based image retrieval, but can even be harm-
ful. Images of either individual or multiple textures are best
described by distributions of spatial frequency descriptors,
rather than single descriptor vectors over presegmented re-
gions. A retrieval method based on the Earth Movers Dis-
tance with an appropriate ground distance is shown to han-
dle both complete and partial multi-textured queries. As
an illustration, different images of the same type of animal
are easily retrieved together. At the same time, animals
with subtly different coats, like cheetahs and leopards, are
properly distinguished.

1. Introduction

Perceptually adequate descriptors of image texture are
important cues for image retrieval [14, 15, 8, 13, 2, 21]
when used in combination with other descriptors like color
and shape. Gabor filters [9] where shown to be perceptually
plausible texture descriptors [6], and, for individual textures,
the Earth Movers distance (EMD) [19, 17] was shown to both
match perceptual similarity well and tolerate variations in
orientation, scale, illumination,and other sources of changes
in texture appearance.

In image retrieval, however, multi-texture queries are to
be compared to multi-texture images. How can individual
texture descriptors and distances for texture comparison be
lifted, so to speak, to the level of distances between entire
distributionsof textures descriptors? To make this task even
harder, queries usually specify partial image content: one
looks, say, for a cheetah chasing a zebra (multiple textures)
without regard for the background (partial query). The stan-
dard answer [14, 8, 13, 11, 3] to these questions relies on
texture segmentation. The images are first split into regions
of uniform textures, and a similarity measure that compares
individual textures is then applied between pairs of such re-

gions. Thus, the similarity of two images will be determined
by some combination of the similarities between pairs of re-
gions in the two images. Two major problems with this
approach are the following:

� Texture segmentation is hard, and the notion of “uniform
texture” that it implies is not well defined. In addition,
different segmentations may be plausible at different scales
of resolution. For example, each leaf in a tree might be
segmented out at one scale, while the whole tree-top or the
whole forest might be considered to be individual regions
at coarser scales. A mismatch between query and image
descriptors in terms of resolutionscales may lead to retrieval
errors.

� Retrieval based on comparing texture segments is usually
sensitive to over- and under-segmentation. On one hand,
spatial changes in texture appearance can cause single tex-
tures to be split into smaller segments (over-segmentation).
On the other hand, the segmentation algorithm can mistak-
enly combine together small regions of different textures
(under-segmentation). In addition, problems may occur
when some texture in the image, although significant in
size when combined together, is scattered over the image
and therefore lost. An example of this phenomenon is an
aerial view of a town in a richly vegetated area, in which
both buildings and vegetation are made up of numerous but
small texture patches.

In this paper, we show that the EMD, which worked well
for individual texture descriptors,can be used once more, at a
higher level, to address all these difficulties at once, and that
partial and multi-texture queries can be answered well on
a database of complex, natural images without performing
any segmentation. This is possible because of the EMD’s
built-in ability to find appropriate correspondences in texture
space between the elements that comprise the query’s texture
distributionon one hand, and the image’s distributionon the
other.



2. Distributions in Texture Space

Texture involves a strong notion of spatial extent: a single
point has no texture. If texture is defined in the frequency
domain, the texture information of a point in the image is
carried by the frequency content of a neighborhood of it.
Gabor functions are commonly used in texture analysis to
capture this information (e.g. [4, 7, 13]). There is also
evidence that simple cells in the primary visual cortex can
be modeled by Gabor functions tuned to detect different
orientations and scales on a log-polar grid [6].

In this paper we used a similar dictionary of Gabor filters
as the one derived in [13]1. Applying these Gabor filters to
an image results for every image location in a texture vector

t = [t1; : : : ; td]
T ; (1)

where d is the number of scales times the number of orien-
tations that are used in the filter dictionary. We used four
scales and six orientations so that d = 24.

These texture features reflect the components of the tex-
ture in terms of scales and orientations. Figure 1 shows
an example of a texture feature. Part (b) shows the spatial
average of each of the 24 filter responses over the image
in part (a) of the figure. Darker squares represent stronger
responses. Notice the two strong responses that correspond
to the vertical and horizontal texture components at an in-
termediate scale.

The texture content of an entire image is represented by a
distributionof texture features, a cloud of points in a space of
24 dimensions. This distribution accounts for four sources
of variation in the filter responses:
1. The size of the basic texture element (“texton”) is of-
ten larger than the support of at least the finest scale Gabor
filters. This causes a variation in the filter responses even
within textures that a human would perceive as homoge-
neous in the image. To address this variation, many texture
analysis methods (see for instance [1, 22, 12]) integrate fil-
ter responses over areas that are larger than the largest filter
support.
2. Texture regions that a human would perceive as being
homogeneous in the world can produce inhomogeneous re-
gions in the image because of foreshortening and variations
in illumination. This spreads the distribution in texture space
and increases its variability.
3. Textures exhibit spatial variation even in the world. For
instance, most natural textures are regular only in a statistical
sense, so filter responses will vary regardless of viewing
conditions.
4. Images with multiple textures result in a combination of
the distributions of the constituent textures.

Because of all these sources of variation, a single image
can produce nearly as many 24-dimensional texture vectors

1The full derivation of our Gabor filters can be found in [17]
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Figure 1. (a) Texture patch from [5]. (b) Aver-
age over all texture features. The Gabor filter
bank consists of four scales and six orien-
tations. (c) The four clusters in the texture
signature together with their weights (in per-
centage of the number of pixels).

as it has pixels. To represent the full distribution of image
texture in a compact way, we first find the dominant clus-
ters in the 24 dimensional texture space by using a similar
clustering algorithm as the one used for color in [18]. This
algorithm returns a variable number of clusters depending
of the complexity of the distribution. While this method
is simple and fast, so that large number of images can be
processed quickly, more sophisticated clustering algorithms
(e.g., see [3]) may further improve our texture similarity
methods. The resulting set of cluster centers together with
the fractional cluster weights is the texture signature of the
image. An example of a texture signature with four clusters
is shown in Figure 1(c).

3. Texture Distance

In [19] the Earth Mover’s Distance (EMD) is introduced
as a flexible similarity measure between multidimensional
distributions, and is described in detail in [17]. Intuitively,
given two distributions represented by signatures, one can
be seen as a mass of earth properly spread in space, the other
as a collection of holes in that same space. Then, the EMD



measures the least amount of work needed to fill the holes
with earth. Here, a unit of work corresponds to transporting
a unit of earth by a unit of ground distance, which is a
distance in the feature space. The EMD is based on the
transportation problem [10] and can be solved efficiently
by linear optimization algorithms that take advantage of its
special structure.

Formally, let P = f(p1; wp1); : : : ; (pm; wpm)g be
the first signature with m clusters, where pi is the clus-
ter representative and wpi is the weight of the cluster;
Q = f(q1; wq1); : : : ; (qn; wqn)g the second signature with
n clusters; and DIST = [dist(pi;qj)] the ground distance
matrix where dist(pi;qj) is the distance between clusters
pi and qj . The EMD between signatures P and Q is then

EMD(P;Q) =

Pm

i=1

Pn

j=1 fijdist(pi;qj)Pm

i=1

Pn

j=1 fij
: (2)

where F = [fij], with fij � 0 the flow between pi and qj ,
is the optimal admissible flow from P to Q that minimizes
the numerator of (2) subject to the following constraints:

nX

j=1

fij � wpi ;

mX

i=1

fij � wqj

mX

i=1

nX

j=1

fij = min(
mX

i=1

wpi;

nX

j=1

wqj ) :

In this work we take advantage of the following properties
of the EMD:
� Adaptive representation of high-dimensional distributions
of features for each image independently (in contrast to other
methods that either use one global adaptive representation
based on the combined distributions of all the images to-
gether, or represent only the one-dimensional marginals of
the full distribution [13, 16]).
� Robustness to small variations of feature values.
� No need for explicit segmentation. The representation
by a finite number of clusters does not suffer from over-
and under-clustering. Also, splitting a cluster into few sub-
clusters will not significantly change the EMD results as
long as the sub-clusters are mutually close in the feature
space.
� Partial matches can be done in a very natural way. This is
important, for instance, for image retrieval and in order to
deal with occlusions and clutter, and is illustrated in section
4 below.

More details on the EMD can be found in [17].
For our texture signatures, we use the following ground

distance:

dist(p;q) = 1� e�
kp�qk1

D ; (3)

where p and q are two texture vectors as in (1), k � k1 is
the L1 norm, and D is a constant that distinguishes between

“close” and “far” distances in the feature space. In this paper
we use

D = d(0;
1

2
�) ;

where 0 is the zero vector, � = [�1 : : :�d]
T is a vector

of standard deviations of the components of the features in
each dimension from the overall distribution of all images
in the database, and d is the dimensionality of the feature
space. Assuming that the distribution of the features is uni-
modal, D is a measure of the spread of the distribution. The
bigger the spread, the larger the distances are, in general.
This saturated ground distance agrees with results from psy-
chophysics. In [20] it is argued that the similarity between
stimuli of any type can be expressed as generalization data
by g(�(Si; Sj)), where � is a perceptual distance between
two stimuli, the L1 norm in our case, and g is a generaliza-
tion function such as g(�) = exp(��� ). This is equivalent
to our dissimilarity measure which can be expressed in term
of the similarity g(�) by 1 � g(�). The rationale for this
distance measure is that only texture descriptors that closely
agree in several of their components are deemed to be close
to each other. In a space with 24 dimensions, any metric
that increases with point separation as fast as the L2 norm
(Euclidean distance) or even as fast as the L1 norm (Man-
hattan distance) is bound to give poor retrieval results. This
is because with such metrics distances between unrelated
features are very large. As a consequence, if a distribu-
tion of descriptors from a single texture is marred by a few
outliers, the EMD between similar textures will be domi-
nated by a small number of large flow values. With our
definition, ground distances are saturated to 1, and numer-
ous agreements between individual elements in two similar
distributions can still cause the EMD to be relatively small.
In addition, since the constant D in (3) is based on a statis-
tical parameter of the database at hand, our ground distance
adapts naturally to the range of variation within the database
itself.

4. Partial Matches

Having defined texture signatures and a ground distance
between them, we can now use the EMD to retrieve images
with textures. Here we demonstrate the ability to handle
images that contain more than one texture without first seg-
menting the images.

In the first experiment we constructed a database of 1792
texture patches, by dividing each of 112 textures from the
Brodatz album [5], into 4 by 4 non-overlapping 128 by 128
pixel patches. To this database we added images that were
composed by mosaicing together several texture patches
from the database. After the clustering process, the average
size of the texture signatures was 12 clusters per patch.
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Figure 2. Partial texture query: 20% of the tex-
ture in part (a) and 80% “don’t care.” (b) The
21 best matches: 16 patches from the same
texture (only the first and last are shown), fol-
lowed by all the compositions that contain
some part of the queried texture.

Figure 2 shows an example of a partial query. The query
was 20% of the texture in part (a) and 80% “don’t care.”
The best matches are shown in part (b) with the 16 patches
from the same texture at the beginning followed by all the
compositions with some part of the queried texture. We
emphasize that no segmentation was performed. Since the
total weight of the signature is only 20%, the EMD will
return as good matches also images with relatively small
amount of the queried texture. Figure 3 demonstrates a
partial query where the query has more than one texture.

5. Retrieving Natural Images

In the next experiment we created a database of 500
grayscale images of animals from the Corel Stock Photo
Library2 with image sizes of 768-by-512 pixels. We prepro-
cessed the images by our clustering procedure, and obtained
an average signature size of 32 clusters. Since most of the
queries consists of a single, or a few textures, their signa-
tures are significantly smaller and the EMD computation is
more efficient.

2The Corel Stock Photo Library consists of 20,000 images organized
into sets of 100 images each. We used the following sets: 123000 (Back-
yard Wildlife), 134000 (Cheetahs, Leopards & Jaguars), 130000 (African
Specialty Animals), 173000 (Alaskan Wildlife), and 66000 (Barnyard
Animals).
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Figure 3. Another partial query. The query
now contains 10% of each of the two patches
in part (a) and 80% “don’t care.” (b) The two
best matches are the two compositions that
contain the textures in the query, followed
by the patches that contain only one of the
queried textures.

Figure 4(a) shows an example of a query that used a
rectangular patch from an image of a zebra. We asked for
images with at least 20% of this texture. The 16 best matches
(Figure 4(b) shows the 12 most similar to the query) are all
images of zebras, out of a total of 34 images of zebras in the
database. The various backgrounds in the retrieved images
were ignored by the system because of the EMD’s ability
to handle partial queries. Notice also that in some of the
retrieved images there are a few small zebras, which provide
a significant amount of “zebra texture” only when combined
together. Methods based on segmentation are likely to have
problems with such images.

Next we searched for images of cheetahs. The database
has 33 images of cheetahs, and 64 more images of leopards
and jaguars that have similar texture as cheetahs. Figure 5
shows the query and the 12 best matches. The first eight
images are indeed cheetahs. The other four matches are
images of leopards and jaguars.

To check if our method can distinguish between the differ-
ent families of wild cats, we looked for images of jaguars.
Figure 6 shows the query results. From the best twelve
matches, eleven are jaguars and leopards, which are almost
indistinguishable. Only the sixth match was an image of a
cheetah.

6. Conclusions

The main point of this paper is that segmentation is not
only unnecessary for texture-based image retrieval, but can
even be harmful. Because of variations of appearance both
within the same texture and across different textures in an
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Figure 4. Looking for zebras. (a) An image of a zebra and a block of zebra stripes extracted from
it. (b) The best matches to a query asking for images with at least 10% of the texture in (a). The
numbers in the thumbnail captions are indices into Corel CDs.

image, both individual textures and multi-textured images
are best described by distributionsof descriptors, rather than
by individual descriptors. We have proposed an effective
implementation of this principle by replacing image seg-
mentation with clustering of similar texture descriptors into
compact, but detailed and versatile texture signatures. The
Earth Movers Distance, together with an appropriate ground
distance, has proven effective in handling queries, both com-
plete and partial, in a small but difficult test database. Re-
trieval based on these ideas can handle the wide variations
between very different images of related subjects, and can
for instance retrieve images of zebras regardless of their
number, sizes, backgrounds, or viewing conditions. At the
same time, the proposed retrieval techniques can distinguish
between rather subtly different images, and can for instance

tell cheetahs apart from leopards and jaguars.
Of course, more quantitative experiments with larger

databases are in order. However, we believe that we have
provided a new and effective approach to a difficult problem
in image retrieval.
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