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1 Introduction

This lecture covers the problem of finding genes in the human genome. Genes are believed to be the key elements that specify the characteristics of an organism, e.g. some genes determine the intelligence level of an individual, some genes determine the height of an individual, etc.

A typical human body is composed of several trillion cells, with a very small variation between two humans. Other mammals have a similar architecture. Each cell contains a nucleus, and the each nucleus contains the entire DNA sequence packaged into certain physical structures called chromosomes. Chromosomes are tight packages of DNA, tied around as a string into proteins called Histones. DNA is unweaved when it is expressed i.e. when genes from the DNA are copied and translated to protein in the cytoplasm of the cell.

Figure 1 illustrates the central dogma of molecular biology, the process by which DNA from the nucleus is copied, transcribed, copied into messenger RNA (mRNA) that is transported to the cytoplasm where it is translated into protein.
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Figure 1:  Formation of protein from genes

To restate, this Computation Genomics class covers the following topics:

· DNA Sequencing: Algorithms to find the approximately 3 billion long nucleotide sequence in a DNA sample.
· Alignment: Algorithms to compare DNA sequences of related organisms.
· Gene Identification: Techniques to find all locations in a DNA sequence that contain a gene.
· Gene Expression: Measurement of the level and conditions under which a gene is expressed. Every cell is different and has a different structure and function. During the lifetime of a cell, it receives various inputs from the environment, and responds to the input by virtue of interaction of proteins that come from the genes. The amount of expression of genes is a key contributor to the structure and function of a cell. In a couple of lectures from now, we will see how to globally measure the expression of a gene using technologies such as microarrays, and what are the elements of the nucleotide sequence that control such an expression.
· Gene Evolution: Study of how genomes change, how they mutate from one generation to another, and how they are similar/different in different organisms and what we can infer from this similarity/difference.
We’ve covered DNA sequencing and alignment in earlier lectures. This lecture focuses on the problem of Gene identification/recognition. The next few topics for the upcoming lectures are:

· Gene identification: Covered in this lecture and next lecture

· Large scale alignment: The alignment algorithms we’ve studied so far have been mainly theoretical. With the exception of BLAST, we have not looked at comparing large genomes or proteins across similar families.

· Gene expression: We will look at microarray technology to compare genes, how we can tell from the data obtained using this technology whether certain genes function similarly, how we can separate the behavior of disease causing genes and find the elements that control expression of such genes.

2 Gene Recognition

There is no fixed textbook for this part of the class. We will be studying computation techniques developed over the last 3-4 years, and relevant research papers have been posted on the class website.

2.1 Gene Structure

Figure 2 shows a closer view of the gene structure. We will exploit specific properties of the structure of the sequence in a gene in order to find genes in a genome.
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Figure 2:  Structure of a gene

A gene is a linear portion of DNA, about 10,000 to 100,000 nucleotides long, or in some cases, even longer, that gets copied and translated into protein as explained above. There is a large variance in the length of a gene. The DNA region immediately preceding the gene is called the promoter region. Generally, there is a “core” promoter region, about 150 nucleotides long, in which the polymerase (agent that transcribes the gene into mRNA) resides. Preceding the core promoter region is a longer “general” promoter region, around 1,000 or more nucleotides long. This region contains more signals that provide information on when the gene is going to be expressed, although these signals are not confined to this region, but extend to about 100,000 or so nucleotides preceding the gene. We will cover these signals in a little greater detail in future lectures.

The gene position where copying into mRNA starts is called the Transcription Start Site (TSS). After the TSS, the structure of the gene alternates between subsequences called Exons and Introns. There are one or more Exons and zero or more Introns in a gene. The part of the gene upto the last Exon, and may be a little bit further, is copied into a primary transcript called hnRNA (high molecular weight nuclear RNA). The Introns are then spliced out, and the rest of the regions are glued together to form mature mRNA that is transported out of the nucleus to the cytoplasm where it is translated into protein. mRNA is translated into protein starting at the first occurrence of AUG (recollect that T in DNA is converted to U in RNA during transcription), continuing on in triplets – AUG translates to an amino acid, the next triplet translates to another amino acid, and so on, as per the following translation table until the first occurrence of the triplet UAA, UGA or UAG (these are called stop codons).
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Figure 3:  Translation of mRNA triplets into amino acids

Another piece of detail about the gene structure that is beyond the scope of our discussion is that there can be Exons and Introns in the 3’ and 5’ regions in addition to the Exons and Introns in the part that gets translated into mRNA.

One can actually sequence mRNA and then align it with the original DNA sequence to find the location of the gene in the DNA. However, sequencing all mRNAs is an expensive process, and it works only for high abundance genes that are expressed in many tissues. It does not work for low abundance genes that are rarely expressed, since it is hard to find the mRNA formed by transcription of these genes.

So then how do we find genes in a DNA sequence? There are few genes relative to the length of the DNA sequence. In humans, there are 22,000 genes as per the current estimate. Hence, genes constitute less than 1.5% of human DNA, and the problem of finding genes in a DNA sequence is like finding a needle in a haystack. We’re looking for a small signal in a sea of noise. This is a very challenging problem, and a very important one in the analysis of human DNA.

2.2 Properties of genes used in finding them

As mentioned earlier, we can exploit certain properties of genes in order to find them. Some of these properties are:

· Regularity of the gene structure: The coding part of every gene starts with ATG. We focus on finding the coding part of a gene, and ignore finding promoter regions. Promoter regions are very tricky to find. After ATG, there is an alternating pattern of Exons and Introns until the occurrence of a stop codon. 

· Coding bias: Different triplets in the DNA occur with different frequencies. In particular, the three stop codons cannot occur anywhere other than at the end of a gene. They cannot occur in-frame, i.e. if we start the coding part of a gene with ATG, and look at subsequent triplets, none of these can be stop codons except for the last one. Since 3 out of 64 triplets are stop codons, if these were uniformly distributed, one would expect to see an in-frame stop codon in every 60 nucleotides. If this is not the case, i.e. if we see a couple of hundred nucleotides with no stop triplet, that is a strong indication that this forms a coding Exon. Furthermore, we can look at the frequencies of triplets in general in gene regions and inter-gene regions, and see how biased they are to be triplets in a gene.

· Splice Sites: Every Exon begins with AG, and every Intron begins with GT. AG at the beginning of the Exon is called the Acceptor Splice Site, and GT at the beginning of the Intron is called the Donor Splice Site. There are a few exceptions to this, there are some Introns that have a different splice site. Also, the converse is not true – there are many other places where AG and GT occur, that are not boundaries between Exons and Introns.

· Lengths of different regions: Exons tend to be shorter , and have a specific length bias. Their length generally lies between a specific range. Introns tend to be longer, and exhibit a big variation in their lengths.

· Cross-species comparison: Exons to be conserved across species to a much larger extent than Introns and other parts of the DNA. So if two DNA sequences are aligned, the local alignment score will exhibit peaks at sites of Exons.

Gene identification was one of the hottest research problems in Computational Biology in the 1990s, and many solutions have been proposed, some of which are listed below:

· Homology based approaches: These are used to find a gene that is similar to those in a library of genes. e.g. BLAST, Procrustes.

· Ab initio approaches: These start from a DNA sequence, with no additional information (no database of existing genes) and try to find new genes purely from the given sequence. e.g. GENESCAN, GENIE, GeneID.

· Hybrid approaches: These combine techniques from homology and ab initio methods, as well as cross-species data and experimental data. e.g. GenomeScan, GenieEST, TWINSCAN, SGP, ROSETTA, CEM, TBLASTX, SLAM.

When annotating every bit of a gene as a non-coding part, coding Exon, Intron or a splicing site, it is very important to mark every nucleotide correctly. Even if one is off by a single letter, the framing (bundling into triplets) is lost, and the resulting parse could translate into an entirely different protein. Hence, ideally, the gene recognition algorithm should not make even a small mistake in predicting the Exon boundaries.

Frame of an Exon: Starting with ATG, every triplet in the Exon is translated into an amino acid. However, an Exon need not end on a triplet boundary, it can end in any of the three positions in the triplet. If it ends exactly after a triplet, the next Exon will be in frame 0, i.e. it does not owe any positions to the previous Exon and it will begin with a triplet. If an Exon ends at the first letter of a triplet, the next Exon is said to be in frame 1, i.e. it owes one position to the previous Exon, and will begin with a pair of nucleotides, not with a triplet (when glued after splicing, the single nucleotide in the previous Exon and the pair at the beginning of this Exon will form a triplet). Similarly, if an Exon ends at the second letter in a triplet, the next Exon is said to be in frame 2.

As defined earlier, a codon is a triplet of nucleotides that gives rise to amino acid after translation. A stop codon is one that stops transcription of mRNA. Absence of the stop codon in a frame is called open-reading frame (ORF), and it is a strong signal of having Exons. In bacteria, ORFs are a very strong signal that can almost entirely characterize genes because their DNA sequence does not have any parts like Introns that are not translated into protein, but unfortunately that is not the case in humans.

Different triplets appear with different frequencies in a coding Exon. Even for a given amino acid, some of the triplets that give rise to the amino acid occur more frequently than others. Often, log-odds ratio is computed for codons – this is the logarithm of the ratio of probability of occurrence of the triplet in an Exon to the probability of occurrence of the triplet at random. If this log-odds ratio is computed for successive codons, a sequence of positive scores suggests an Exon region, and a sequence of negative scores suggests a random sequence. In addition to marking Exons and Introns, we want to find the exact boundaries between them, i.e. the splice sites. Although Introns are spliced out and don’t become a part of mRNA, a recent article in “Science” magazine suggests the presence of important signatures in the Introns that contain information about the gene and its expression. Not much is known about such signatures, but it is an intriguing possibility.

Figure 4 shows how splice sites look like. It is a plot from 0 to 2, of bits of information in each position in the neighborhood of a splice site, a measure of how much a letter occurs in that position. 2 bits of information means that we know for sure that the letter always occurs in that position.
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Figure 4:  Information known about occurrence of nucleotides at splice sites
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The donor splice site is characterized by the occurrence of GT which always happens, with a prevalence of As and Gs around it. The acceptor splice site is characterized by a run that is rich in Cs and Ts, and a CAG or TAG ending the intron. There is 7.9 bits of information at the donor splice site in 4 exact letters. Such a 8-bit signal would occur in a DNA sequence with a probability of 1/44 = 1/256. Acceptor splice sites have 9.4 bits of information, the probability of which is a little higher than 1 in 1000. So if we were to rely solely on this information, after every 256 nucleotides in the forward or reverse complement direction, we would guess a Donor splice site, and after every 1000 nucleotides in the forward or reverse complement direction, we would guess an acceptor splice site. Thus, we would predict a lot of false splice sites. This information is not enough by itself, but it is a helpful signal.

Figure 5:  Frequency of occurrence of nucleotides in positions around a donor site

Many models have been proposed to distinguish between true occurrences of acceptor and donor sites, and false examples that look close to them, but are not. Some such models are listed here along with their high level description:

· Weight Matrix Model (WMM): This was introduced by Staden in 1984. It assumes independence among positions and uses the nucleotide frequencies at each position.

· Weight Array Model (WAM): This was introduced by Zhang and Marr in 1993. It incorporates dependencies between adjacent positions, and is effectively a non-stationary first order Markov model.

· Maximal Dependence Decomposition (MDD): This is a popular model and was used in the GENSCAN program. It takes a database of all donor splice sites, does a (2 test, and correlates every position of the splice site with all other positions. 

For each position i, Si = (j(I (2(Ci,Xj)
Every position has a score, that is (2 of the best way to partition this position into two classes, a class that contains all splices that contain the letter in that position, and the other class that don’t. Figure 6 illustrates the Maximal Dependency Decomposition model with an example.
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Figure 6:  Maximal Dependency Decomposition Model

In this example, in the 5th position, we have a partition of all those splice sites into those that contain a G, and those that don’t contain a G. G was selected to maximize the correlation of this position with the rest of the positions. 

The model keeps splitting with respect to each position in this manner until there are no significant dependencies of the positions left over with the rest of the positions, or if there are not enough sequences left in the set to do training. Nucleotides in positions around splice sites are dependent on nucleotides in neighboring positions, and this is a statistically robust way to find all dependencies between such neighboring positions. After this process, there is a partition of all samples of a splice site into many subsets that are then trained independently with weighted matrix models. Thus, we train a different model for every subset. This is one of the most accurate methods of finding donor splice sites.

Duration of Exon and Intron regions:

Figure 7 shows the distribution of lengths of Exons and Introns, i.e. a plot of the length on the X axis vs. the number of Exons/Introns with that length on the Y axis.
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Figure 7:  Distribution of lengths of Introns and Exons (Exons have been classified as Initial Exons, Internal Exons and Terminal Exons)

We find that the distribution of length of Introns looks close to an exponential distribution with a little bias towards very short introns. This exponential distribution can be easily modeled by a first order Hidden Markov Model (HMM), the self-looping probability of a state in a HMM models an exponential distribution. Exons have a very different length distribution. In figure 7, the Exons have been separated into initial Exons, middle or internal Exons and terminal Exons. In all three cases, the distribution is very different from an exponential distribution. It resembles a negative binomial distribution. 

The objective of a gene recognition algorithm is to label every letter of a gene sequence as being in an Intergene state, Exon state or Intron state as shown in figure 8.

[image: image8.bmp]
Figure 8:  Illustration of marking every nucleotide of a gene sequence as Intergene, Exon or Intron

Figure 9 shows a Generalized Hidden Markov model to do this. Models based on this are used by GENSCAN and GENIE.

[image: image9.bmp]
Figure 9:  Generalized Hidden Markov Model used by GENSCAN for gene recognition

The Markov model comprises of an Intergene state with a self-looping probability, that can transition to an Exon state specific to single Exon genes (Esing), or can go to an initial Exon state (Ei,0 or Ei,1 or Ei,2). There are three Exon states to model different framing scenarios. Ei,0 represents an initial Exon with a length that is a multiple of 3, so the next Exon does not owe any nucleotides to it. Hence Ei,0 can transition to Intron0, which transitions to E0,0 or E0,1 or E0,2 (frame 0 Exon states with lengths 3x, 3x+1, 3x+2 respectively) or transitions to the final Exon. Similarly, Ei,1 represents an initial Exon with length that is multiple of 3 plus 1, so the next Exon is a frame 1 Exon. Hence Ei,1 transitions to Intron1 that in turn can transition to E1,0 or E1,1 or E1,2 (frame 1 Exon states with lengths 3x, 3x+1, 3x+2 respectively) or to the final Exon. Ei,2 represents an initial Exon with length that is a multiple of 3 plus 2, so that the next Exon is a frame 2 Exon. Hence Ei,2 transitions to Intron2 that in turn can transition to E2,0 or E2,1 or E2,2 (frame 2 Exon states with lengths 3x, 3x+1, 3x+2 respectively) or to the final Exon state.

The Hidden Markov model shown above contains a large number of states mainly to model the dependence of an Exon on the length of the previous Exon. There are three different ways to translate the same sequence, or three different reading frames. The end product has to be a sequence divisible by three, and if one exon ends in the middle of a codon, that codon has to be finished in the beginning of the next codon. Thus in each exon we would have to remember the number of extra bases in the previous exon, that is two states ago, which violates the Markov model assumption that the transition to the next state only depends on the current. If we instead have one intron for each reading frame, we so to speak bring the information with us, preserving the Markov property.
Now, it remains to put the model parameters into perspective. One important model parameter is the duration of Exon and Intron states. As we saw earlier, Introns have a duration that is distributed geometrically, and hence this is inherently captured by the self-looping probability of the Intron states in the HMM.  Exons have a biased duration distribution. Although a negative binomial distribution is a reasonable approximation of the distribution of duration of Exons, most gene recognition packages such as GENSCAN use a general probability distribution function to model the duration of Exons. This use of an explicit PDF for modeling duration of Exons was a key reason for the accuracy and success of GENSCAN. Once an Exon state is entered, the state machine stays in that state for a duration d which is given by this explicit PDF, emits d symbols, and then transitions to the next state.

When running Viterbi decoding or training on this HMM with an explicit PDF, the Viterbi value at any Exon position i, is computed as the maximum value of the product of 

(i) Probability of the duration of the state being d

(ii) Transition proability to that state from the Intron state that transitions to it.

(iii) Viterbi value at state i-d

(iv) Emission probabilities from position i-d+1 to i of the given sequence

This product is computed for d varying from 1 to a maximum value D, and the maximum value of this product is chosen as the Viterbi value at Exon position i. The limit imposed on the maximum value D of duration d can either be the maximum possible ORF length (Exon cannot be longer than a ORF), or an artificial limit such as 3000, which is reasonable for Exon durations.

e.g. the Viterbi value for state E0,0 at position i of a sequence would be:

VE0,0(i) = maxd=1…D

{Prob[duration(E0,0)=d]xaIntron0,E0,0xVIntron0(i-d)x(j=i-d+1E0,0(xj) }

Viterbi value for Intron states is computed in the normal HMM manner as explained when covering the Viterbi algorithm.

Some HMM-based gene finders are:

· GENSCAN: Developed by Chris Burge and Sam Karelin at Stanford University in 1997. Development of GENSCAN was a big jump in the accuracy of gene finding. This is currently one of the best gene finders. It is based on the Generalized HMM shown in figure 9, along with explicit PDF based distribution modeling for Exon states.

· FGENESH: Developed by Solovyev in 1997. This is currently one of the best available gene finding commercial packages.

· HMMgene (Krogh 1997), VEIL (Henderson, Salzberg & Fasman 1997), GENE (Kulp 1996), GENMARK (Borodovsky & McIninch 1993) 

· : These were not as successful, but introduced some useful ideas.

As mentioned earlier, GENSCAN uses a general PDF to model the duration of Exon states. This is a nice technique to use in HMMs in general when we need to model durations other than those that are geometrically distributed. However, in the particular scenario of modeling Exon states that show a distribution close to the negative binomial distribution, there is a simpler solution that was not seen by authors of GENSCAN and GENIE. The idea behind this simpler solution as developed by Krogh and used in the EASYGENE gene finer, is that if three Exon states are concatenated next to one another with self-loops as shown in figure 10, we get a negative binomial distribution that closely resembles the duration distribution of Exons. The resulting effect is very similar to that of a Duration HMM with a general probability density function. 
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Figure 10:  Approximation of duration of Exon states by concatenation of Exon states, and the resulting negative binomial distribution compared against actual empirical data. 

2.3 GENESCAN

Figure 11 shows the complete HMM used by GENSCAN

[image: image12.jpg]25

05

o~ SetAlength histogram
Model ength distrbution

1000+ 1200
variable length in codons

430

1800

Tao0

2000




Figure 11:  Complete HMM used by GENSCAN

Describing the HMM at a very high level, it comprises of a forward model for modeling genes in the forward direction of the DNA, and a reverse model for modeling genes in the reverse complement direction. One can transition from the forward model to the reverse model at the intergenic region. Thus, GENESCAN allows one to predict many genes in both the forward and reverse directions at one. Moreover, in the original GENESCAN implementation, one could start at any state in the model i.e. it was not required to know the beginning point of a gene. 

The main reason why GENESCAN performed very well was its use of GC content. GENESCAN comprises of not one HMM, but four copies of the HMM shown in figure 11. Different regions in human DNA contain very different amount of genes, depending on whether they have a high or a low GC content. This is related to the process of Methylation that is a key to the silencing or not silencing of certain regions of DNA. One can use GC content of a region statistically as a signal of how many genes one should predict in the region. If the GC content is high, there are likely to be more genes, so the model parameters should be more permissive to the occurrence of genes, i.e. Exons should be more in number, and longer, and Introns should be shorter. As the GC content is lowered, the model parameters should become less permissive to the occurrence of genes. Given a region of DNA, GENSCAN first linearly counts the number of GC pairs in the region, and based on this count, parses the region with one of four sets of parameters. This results in higher prediction accuracy compared to gene finding packages that don’t use any indications of the amount of possible genes in a region. Proper understanding of the biology of the process and of real biological data can make a big difference to the effectiveness of any Biocomputation technique.

2.4 Performance Metrics for Gene Prediction

The effectiveness of a gene finding mechanism is measured in terms of its Sensitivity and Specificity, concepts that are used in a large class of prediction situations.

Say one is predicting something in a collection of data, e.g. predicting Exons in a DNA sequence. 

· A True Positive prediction is defined to be one that is predicted to be positive and is indeed positive, i.e in our Exon case, a nucleotide is predicted correctly to be in a coding Exon. 

· A False Positive prediction is defined to be one that is predicted to be positive, but is negative in reality, i.e. in our example of predicting exons, a nucleotide is predicted to be part of a coding Exon, but is not. 

· Similarly, a True Negative prediction is one that is predicted to be negative, and is indeed negative. In our example, a nucleotide is predicted not to be part of a coding Exon, and it is not. 

· A False Negative prediction is one that is predicted to be negative, but is positive in reality, in our example, a nucleotide was predicted to not be part of a coding Exon, but it is.

Sensitivity of a prediction is then defined as the ratio of the number of True Positive predictions to the sum of True Positive and False negative predictions. In other words, it is the fraction of the total number of positives that were predicted correctly.

Specificity of a prediction is defined as the ratio of the number of True Positive predictions, to the sum of True Positive predictions and False Positive predictions, i.e. the fraction of all the positive predictions that were correct.
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Another metric used is called the Correlation coefficient (CC), a combined measure of Sensitivity and Specificity defined as:
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Correlation coefficient lies in the range –1 to 1. A correlation coefficient of –1 implies that the prediction was always wrong, and a correlation coefficient of +1 implies that the prediction was always right.

2.5 Results of GENESCAN

Figure 12 tabulates the results of running GENSCAN on an initial test dataset.
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Figure 12:  Results of running GENSCAN on a test dataset

As can be seen from the above table, GENESCAN performed very well. In the original paper, roughly 80% of Exons were predicted correctly from end to end. Sensitivity and Specificity of predicting individual nucleotides was pretty high. However, these results are for a training dataset. These are not true for the entire genome. GENESCAN predicted 60,000 genes in the entire genome, when there are known to be about 22,000 genes in the genome. It is very promiscuous in low gene content regions.

3 Caveat in Translation of Genes to Proteins

22,000 genes in the human DNA give rise to many more proteins. So far, we’ve looked at a simplistic view of translation of genes into protein, according to which every gene could be transcribed into only one possible mRNA, which would then translate to one protein (chain of amino acids) as per figure 3. However, among lots of details we’ve skipped, we’ve skipped the process of alternative splicing that affects half or more genes in the human DNA. By alternative splicing, the same premature hnRNA can be spliced in more than one way, resulting in more than one possible mRNA sequences. Some splice forms may be less abundant than others, and may occur only in specific cells, or only under specific conditions. It is believed that the 22,000 genes in human DNA translate into a million or more proteins. Study of alternative splicing is an active area of research in both experimental and computational arenas.

Precursor to next lecture – Comparison based gene finding methods

Looking at DNA across related organisms can be a very fruitful way to analyze DNA, because by looking at what portions of the DNA are conserved across organisms, we can deduce what is important, what is conserved by evolution, and by looking at patterns of evolution, we can try to deduce the functions of the conserved regions. Coding Exons are a very good example of regions conserved across related species, because proteins are mostly conserved, and these are derived from the coding Exon portions of the genes.

When finding genes in a DNA sequence, if one observes a string of 300 nucleotides with no stop codon, it is a good indication that this is a coding Exon. However, if this same pattern of nucleotides is observed in 5-10 related species, then it is a very strong indication that this is a coding Exon. Similarly, if one observes GT and AG pairs at a certain position across many species, these are likely to be splice sites that have been conserved by evolution. Similar logic applies to ATG triplets (start of first Exon), coding bias in given regions, etc. Thus, pattern of conservation can give indications as to whether or not a given region is a gene.

We will cover comparison-based gene finding methods in detail in the next lecture. We will not cover comparing genes across multiple species, we will only cover gene comparison across two species, because most current gene finders use two species, e.g. TWINSCAN. Lately, some gene finders have been proposed that use alignment across multiple species.
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Nucleotide Exon
T ;: ec:; accuracy accuracy
Sn | Sp | CC | ESn | ESp
Genscan |195(3) 0.95(0.90|0.91 | 0.70 | 0.70
HMMgene |195(5) |0.93 |0.93 | 0.91 | 0.76 | 0.77
MZEF |119(8) |0.70 |0.73 | 0.66 | 0.58 | 0.59




