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Today’s lecture features two guest lecturers, both talking about their current research.

Part 1:

Protein Multiple Sequence Alignment - in Practice

Problem:

Given N sequences x1, …, xn insert gaps so as to optimize some “objective function” for the resulting multiple sequence alignment. The N sequences are all proteins, where we hope that biologically conserved regions correspond to conserved structural groups.

So we have

· an amino acid alphabet (rather than nucleotides) of size 20

· the sequences are typically shorter. We will assume that they are approximately 300-500 letters in length.

· the number of sequences in N varies largely, from 2 to over 1000
Upside:

· known structural alignments can be used to validate our sequence alignments (as opposed to DNA alignments where validation is much more difficult). These known structural alignments can tell us something about the function.

Downside:

· the hard cases are when sequence identitiy is low. As sequence identity drops, so does alignment accuracy.
Goals for this talk:

1. A whirlwind tour of the “state-of-the-art” in protein multiple sequence alignments!

2. Tricks and techniques used in practice for improving alignment accuracy and speed.

3. Convince you that even after many decades of research, alignment is still an interesting and unsolved problem!
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Today we will ignore local alignments, and only look at global.

Pairwise Global Alignment:

Scoring Function


match/mismatches
S(x, y)


gap open

- d


gap extend

- e

2-dimensional DP is easy! (for optimization)

Algorithm:

1. Compute distance matrix

2. Compute guide tree

3. (Weighted) sum-of-pairs using your substitution matrix of choice

4. Use progressive alignment

5. Fix errors with iterative refinement

Multiple Global Alignment:

CLUSTALW (Thompson et al. 1994)

This is still the most popular multiple aligner today, since it has interactive menus and is easy to use. It is one of the oldest Multiple Sequence Alignment (MSA) programs, from about 1988.

Key Ideas:

Pick BLOSUM matrices according to similarity, attempt to incorporate biological knowledge by using context-specific gap penalties, and use weighted sum-of-pairs to use sequences weights to lessen the contribution of redundant sequences.

When sequences are related by a star topology, unweighted sum-of-pairs if fine, but when some of the sequences being aligned are very similar, having more redundant sequences can cause a bias in the multiple alignment:
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       Unweighted works fine here



      Not so fine

The solution is to assign weights to each branch based on its length, and each brance’s weight is shared among all descendant sequences.

T-Coffee (Notredame et al. 2000)
This was the first program to substantially improve on CLUSTALW accuracy, and has become the standard in alignment accuracy since 2000.

Key Ideas:

T-Coffee scores substitutions using an alignment library, and uses a consistency trick in library extension to help prevent errors from progressive alignment.

T-Coffee builds a database of pairwise alignments obtained by some means. Then it weights each alignment by percent identity, and during progressive alignment the score for xi ~ yj is the sum of weights of alignments in library containing xi ~ yj. 

The problem with progressive alignment is that you don’t use all of the information in aligning sequences. The consistency trick:
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So here T-Coffee looks at transitive alignments.
MAFFT (Katoh et al. 2002)

MAFFT obtains T-Coffee accuracy without using consistency.

Key Ideas:

MAFFT uses fast Fourier transform to find anchors. It also uses profile-profile alignment, with new gap penalty functions. Also, it uses bootstrapping trees, and tree-dependent restricted partitioning iterative refinement. None of these are new ideas, however, putting them all together gives us better accuracy.
Tree Bootstrapping:

The idea is that good trees lead to good alignments just as good alignments lead to good trees, so we can repeat both directions to get a better alignments. This idea was first discussed in Gotoh (1996).

MUSCLE (Edgar 2004)

Much faster algorithm with approximately T-Coffee accuracy.

Key ideas:

MUSCLE uses weighted log-expectation scoring for profiles and also uses tons of optimizations to improve performance. For example, MUSCLE uses compressed k-mer alphabets for distance estimation. This is more sensitive than straight k-mers.

Key elements for an MSA program:

1. sequence weighting

2. fixing errors from progressive alignment


~ sophisticated gap penalties, consistency, bootstrapping trees, iterative refinement

3.   careful attention to engineering

** So why is building an MSA program hard? **

The standard machine uses a time consuming (and perhaps overfitting) process of training involving picking your favorite alignment database and tweaking parameters until your numbers are as high as possible.

What exactly is overfitting?

CLUSTALW’s gap penalties were set based on the “biologically relevant constants” found from the BAliBase database. Certainly, CLUSTALW performed best at the time on the BAliBASE alignments, but since then people have found that it does not perform as well on non-BAliBASE alignments. This is called overfitting.

Protein Multiple Sequence Alignment in Practice

PROBCONS:

The goal of the research was to test out a “probabilistic” version of T-Coffee’s consistency trick. The rest of the aligner is pretty bare-bones with much room for improvement. 

Review of Pair-HMM:

Definitions:

~  For two sequences x and y, and alignment a denotes a sequence of states in the pair-HMM which “generates” x and y.

~  We say xi ~ yj in a if xi is aligned to yj in a. 
The Viterbi algorithm computes the most probable alignment, but instead, let’s maximize the expected number of correct matches in our alignment.

The lazy teacher analogy:

If 10 students take a 10 question true-false quiz, then how do you make the answer key? The first approach is to use the answers of the single best student (as in the Viterbi algorithm). So here, the teacher picks a single state assignment with the highest chance of being completely correct. Using a weighted majority vote, we instead can pick the state assignment with the highest expected number of correct predictions.

How do we compute this?

Let us call the unknown true alignment a*. Then

maxa E(#[a] | x, y) 
= maxa E((xi, yj 1[xi ~ yj Є a and xi ~ yj Є a*] | x, y)




= maxa E((xi, yj : xi ~ yj Є a P(xi ~ yj Є a* | x, y)
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O(L2) dynamic programming using 




Needleman-Wunsch without gap penalties

Posterior decoding for multiple sequences:

~ In the two sequence case, posterior decoding amounts to defining a position-dependent substitution matrix S(i, j) = P(xi ~ yj Є a* | x, y) and running Needleman-Wunsch without gap penalties.
~ For multiple sequences, we use unweighted sum-of-pairs, and no gap penalties, which is quite the brain-deal approach.

Note: the benefits of pair-HMM’s is that training is easy, since we can take known alignments, do counts and compute the HMM parameters.
	Algorithm
	SABmark (698)

	
	Q
	t

	CLUSTALW
	0.439
	2:16

	MAFFT
	0.442
	7:33

	T-Coffee
	0.456
	59:10

	MUSCLE
	0.464
	20:42

	Posterior Decoding
	0.479
	5:16


So the algorithm worked better than any previously designed used.
From posterior decoding to PROBCONS:

1. Consistency - we can compute P(xi ~ yj Є a* | x, y, z) exactly, in O(L2 ) time since it is just a three sequence HMM, or we could use the following hack:


P(xi ~ yj Є a* | x, y, z) ≈ ( P(xi ~ zk Є a* | x, z)P(zk ~ yj Є a* | z, y)

which requires only pairwise posterior probabilities. And since very few zk have a 
significant probability of aligning to either xi or yj we can skip over them in the above 
sum, so we still have about O(L2) running time.

2. Randomized partitioning iterative refinement, which basically divides the alignment into two parts randomly and realigns. This is the quick and dirty way to iterate, so clearly much improvement could be made.

So now if we consider this new modified algorithm, we get even better numbers:

	Algorithm
	SABmark (698)

	
	Q
	t

	CLUSTALW
	0.439
	2:16

	MAFFT
	0.442
	7:33

	T-Coffee
	0.456
	59:10

	MUSCLE
	0.464
	20:42

	Posterior Decoding
	0.479
	5:16

	PROBCONS
	0.505
	17:20


PROBCONS does consistently better even over different databases.
From this work, we can see that probabilistic models provide a principle framework for parameter estimation, and that many things have yet to be done, even if they are described in Durbin et al.’s Biological Sequence Analysis. 

PROBCONS is still quite primitive, with the simplest possible 3-state HMM model for alignment, and may little improvements could be made. Also, other challenges such as how to extend the model to be more expressive within the context of a probabilistic model and how to incorporate biological knowledge or other features into the alignment process still remain.

Part 2: 

Repetitive DNA
In collaboration with Gene Myers (UC Berkeley), Roger Hoskins (BDGP), Chris Smith (BDHP), Susan Celniker (DBGP).

Repetitive DNA is two or more regions of a genome that are similar to each other. Repeats makes aligning very difficult, with an exponential explosion in time. There are three categories:

1. Segmental duplications

2. Tandem duplications

3. Mobile elements

Segmental duplications
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repair or recombination error duplicates a random region. The length is from a few bases to hundreds of kilobases. There is no sequence recognition, and only has random boundaries, so the exact same region will not be duplicated twice.

Tandem Duplications


[image: image5]
Tandem duplications are adjacent duplication that induces further copies. These are tandem arrays with more than two copies. The first duplication is random, but then the sequence is recognized by the repair mechanisms. It can be anywhere from a single base repeat (AAAAA = low complexity) to a few bases (AGTAGTAGT = micro satellite) to hundreds of kilobases.

Mobile Elements

[image: image6]
Mobile elements utilize a cut/copy/paste insertion mechanism, that inserts into random locations. This is also known as jumping genes, which are transposons/ retro-transposons. There are large numbers of these in eukaryotes, about 104 in the fly and worm and 108 in the human. These are probably derived from retroviruses, and have a tendency of spreading.
In a typical scenario, we actually have several factors working, so we may have a progression like:

1. Start: no duplication
2. Mobile element insertion

3. Mobile element insertion
4. Segmental duplication

Other mutations include inversions, deletions, unique insertions, and translocations. These occur in parallel with duplication mechanisms, and further degrade signatures of duplication processes.

One way to look at these segmental duplications is to self align a sequence, and any non-trivial alignment of significant size represents a repeat.
De-novo repeat analysis:

~ Current methods are RECON RepeatGluer, which attempts to account for all self-alignments. But element boundaries may not correspond to biological processes, and may find things which are not elementary repeats.

~ A new approach is to notice that biological duplication processes create distinctive signatures, which often degrade and are lost over evolutionary time, but if found then we can reliably infer the process and repeat boundaries.

Mobile elements:

~ Three intact mobile elements create three globally alignable regions, and other processes are unlikely to create such a pattern, since three sequences implies sequence recognition as opposed to segmental duplication.
PILER-DF

~ Searches for “Dispersed Families”, which are usually mobile elements, among all of the self-hits of a sequence.

Method:

1. Create piles:



~ A piles is a list of hits covering a maximal region of copy count > 0.



~ O(N) time, where N = sequence length, assuming fixed average hit length, or 


   even O(N log N) if it is independent of hit length
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2. Identify candidate pairs



~ Every hit is an alignment of two different piles, so we find hits that globally 


   align to both piles


~ This requires O(M) time, where M = number of hits.


[image: image8]
3. Build graph



~ Nodes are piles, and edges are hits that globally align two piles.

4. Find connected components



~ All members of a connected component are globally alignable to each other 


  (this is a transitive relation).


~ We discard a group if it has less than 3 members.

5. Multiple alignments



~ uses progressive MUSCLE

6. Create library



~ Takes the multiple alignment for each family and computes the canonical 


   sequence from MSA, to create the repeat sequence library.

Annotation: PILER-DF finds only complete isolated mobile elements that are similar enough to 
align globally. This is typically < 10% of the bases due to a given ME. Use, for example, 
RepeatMasker to annotate other copies that are fragmented, degraded, embedded in 
segmental duplications, etc. 

PILER-DF results:

· Search for mobile elements

· Validate using model organisms (fly, worm, weed)

· Compare PILER library agains RepBase

· Measure the coverage by the PILER-DF



~ This is done by making a library of ME’s found by PILER that globally align to 

a RepBase sequences , then use RepeatMasker to annotate the genome according 


to the PILER library, and count the number of bases annotated by RepeatMasker, 


then divide by the number of bases annotated by RepeatMasker + RepBase.

The Validation results:
	Genome
	PILER-DF coverage

	D. meranogaster
	70%

	C. elegans
	35%

	A. malaria
	15%


Many false positives which appeared could be fragments of mobile elements, which could be considered trued positives, or buttes.


Fragments:



Fragments may be globally alignable by chance, especially when there is a large 


copy count. There also may be a bias towards fragment creation, or a location bias 

towards mutations.

PILER-DF has found ~700 new families of mobile elements not seen by RepeatMasker, and about 100 with no detectable proteing similarity to known ME’s, but other convincing evidence, such as highly conserved LTR’s or TIF’s.



PILER-TA


~ Searches for tandem arrays, out the set of all self-hits.

Tandem signature looks like a pyramid:

[image: image9]
We can recognize a pyramid by looking for a pair of hits such that
a) ends align horizontally and vertically and

b) ratio L1/L2 < 2
PILER-TA algorithm:
1. Create piles


~Note that all hits in one pyramid must belong to the same pile.

2. for (each pile)



create an empty graph



for (each pair of hits)




if (pair H1, H2 are a pyramid pair)





add edge H1, H2 to the graph

3. Find connected components of graph



~ each component is a pyramid!

Motif construction

[image: image10]
Tandems and Libraries:
~
RepeatMasker searches for all matches to library, which may not be appropriate for tandem arrays, since there may be functional (or pseudo-functional) regions in the motif). For example, tandem duplication of regions containing a genes schould not mask all matches to the motif, because that would mask the gene.

Terminal repeats

~
Many mobile elements have terminal repeats, whose lengths range from a few bases to about 1,000 bp. Two types of terminal repeats are LTR’s, which are Long Terminal Repeats, and TIR’s, which are Terminal Inverted Repeats.

[image: image11]
Search for Terminal Repeats:
~
Look for self-hits that are of length in the range for TR’s, and are separated by distance 
also in the range for coding regions.

~
The problem is that this naïve signal is swamped by satellites and other false positives.

PILER-TA results:

· 100% specific if the alignments are correct, since the pyramic signature can’t be faked

· There does exist one other method: the Tandem Repeat Finder (TRF) which finds arrays of motifs from 1 to 1000 base pairs, so while PILER-TA is not good at short motifs, it is the only tool that can find tandems with motifs of over 1000 bp, with no upper limit on length.

· PILER-TA finds motifs of length <500 which are sometimes missed by TRF, so it is sometimes more sensitive than TRF.
· On the Human Chromosome 1, it found about 70 tandem arrays, none of which were found by RepeatMasker

PILER-TR algorithm:
· Find and mask tandem arrays (satellites)

· Identify candidate TR’s - hits of type (A)

· Find pairs of candidates that align to each other - type (B)

· Find families, or connected componenets of graph induced by (B) edges.


[image: image12]
PILER-TR results:
· Search for intact mobile elements with LTR’ or TIR’s 
· This is a less mature algorithm, and needs more validation and parameter tuning, and probably reports significant numbers of false positives. We could use protein similarity to check predictions.

In conclusion, PILER algorithms find stuff other tools can’t find, and arguably should be standard methods for initial genome annotation. In the future, it should be scaled up to mammalian genomes, since the current implementation is limited to ~200 Mb. Also, it would be nice to create annotation pipeline, and to combine de novo and database evidence. Lastly, there are algorithmic problems such as a sensitive search for tandem motifs, long degraded repeats, and seek approximate methods or error bounds. So there clearly is much work left to be done in this area.[image: image13.png]
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